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Abstract 
Procedural acquisition is important to the understanding 
of the cognitive processes of learning. We present a 
computer model. which uses Artificial Intelligence 
techniques to simulate the childhood process of acquiring 
procedures in the arithmetic domain. This simulation 
model can be used to improve understanding of the 
cognitive processes and assist teachers to interpret a 
child's incorrect procedures. 

Induction and learning theories are combined 
with an efficient and effective representation technique for 
encoding the knowledge in the model, which learns 
procedures incrementally using the same arithmetic 
lessons that children learn. The results of experiments with 
the model demonstrates that it is consistent with 
VanLehn's [31] Learning Theory and his work is extended 
by clearly describing the model. 

Cognitive Scientists demonstrate that children 
learn directly from the examples shown to them, and 
experiments confirm that this simulation model also learns 
directly from the lesson examples or from incorrect test 
problems. If a solution to a diagnostic test problem is 
incorrect or unfinished, analysis reveals that this test 
problem may be the source of a number of procedural 
errors or "Bugs". 

Key Words: procedure acquisition, knowledge 
representation, induction, learning theory, buggy 
procedures, Artificial Intelligence, Cognitive Science. 

I ntrod ucti on 
Artificial Intelligence techniques used to simulate the 
human process of acquiring procedures can improve the 
understanding of the cognitive processes of learning, and 
therefore assist teachers to interpret a child's incorrect 
procedures. After extensive studies with children l e a r n i n g  
arithmetic procedures, a number of computer arithmetic 
simulation models and cognitive theories were developed 
by Brown and Burton [6], [9], and VanLehn ([20] and 
[3 1 ]). These studies demonstrate that many students have 
'buggy procedures'-a correct procedure with one or 
more small perturbations, or bugs, installed in it ([31]). 
The more recent models also demonstrate the learning 
theory, which yields an integrated explanation for the 
acquisition of correct and buggy procedures [31]. 

This article presents a computer simulation model 
that learns arithmetic procedures in the same manner as 
humans. The model combines Cognitive Theories with 
Artificial Intelligence techniques to learn the whole 
curriculum for subtraction, and applies the procedures 
learned to solve test problems. Teachers and students can 
benefit from this automatic learning because the program 
can interpret the student's actions, find the conditions 
under which he or she is performing the action, and induce 
a procedure similar to that which the student has applied. 
This induced procedure can be used to explain errors to the 
student or the teacher. 

Volume 6, No.3 

The arithmetic procedures learned by the model 
are induced from lessons similar to those received by 
children. These procedures solve test problems correctly, 
provided the test problem is similar to the examples give_n 
in the lesson. However, if a test problem that IS 
significantly different from those provided in the lesson is 
given to the model. the test problem is not s_olved 
correctly. Analysis reveals that an Impasse occurs m the 
same state as one of the Mind Bugs described in the book 
"Mind Bugs: The Origins of Procedural Misconceptions" 
[31]. Incorrect (or buggy) procedures can also be learned 
by the model, if the examples given to it are incorrect. 

Knowledge representation languages are 
important to the construction of computer programs that 
behave intelligently and this model concentrates on a 
simple representation using lists, in the XLISP language. 
The model employs the same Learning Theory that Kurt 
VanLehn [31] used in the domain of childhood learning of 
arithmetic procedures. 

Subtraction examples are used to generate the 
procedures because of the extensive research already 
performed in this domain [31]. Cognitive Scientists use 
arithmetic procedures to investigate childhood procedural 
learning because 'from a methodological point of view, 
they are virtually meaningless to most students' ([31], p. 
12). Kurt VanLehn compared arithmetic procedures with 
the procedures students use to make change ?r pia~ game~ . 
The arithmetic domain was chosen because the anthmeuc 
procedures are as dry, formal, and isolated from every day 
interests as nonsense syllables are different from real 
words' ([31], p. 13). 

Section 2 of this article explains 'bugs' and 
provides an example of one. Section 3 describes the model 
for procedural acquisition with a discussion of repair 
theory and the learning theory. The assumptions used in 
our model and the representation of all the knowledge for 
the model are also described in this section. The algorithm 
used for evaluating the procedures and for inducing these 
procedures, is then described. Section 4 summarises other 
research related to the acquisition of arithmetic procedures. 
Section 5 reports the results of the tests we performed on 
our model. The final section describes the conclusions of 
our research and outlines future research to extend our 
work. 

Explanation and Example of Bugs 

The metaphor of 'bugs' in computer programs is used to 
describe systematic errors, which stem from mistaken or 
missing knowledge about the skill, the product of 
incomplete or misguided learning [6] . These systematic 
errors are the results of misconceptions acquired by 
children while learning arithmetic procedures. 'Bugs' 
describe which problems the student gets wrong, the 
content of each wrong answer, and the steps followed by 
the student in producing it. 

Students with the bug 'Always-Borrow-Left', 
always borrow from the left-most column no matter which 
column originates the borrowing. In Figure 1, problem A 
shows the correct placement of borrow's decrement and 
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A 5 15 B 2 15 c 5 15 

3 6 5 3 6 5 6 5 
l 0 9 1 0 9 - 1 9 
2 5 6 1 6 6 4 6 

Figure 1: The Bug 'Always-Borrow-Left' ([31] , p.24) 

problem B shows the bug's placement. In problem B the 
decrement is performed on the leftmost column instead of 
the column that is left-adjacent to the current column in 
the problem. 

An introduction to borrowing using only two-
column problems such as problem C in Figure 1 causes a 
student to induce the condition part of the rule that 
describes the borrow-from column as-both left-adjacent 
to the current column and the leftmost column [31]. This 
induction of the condition part of the rule explains why 
some students borrow from the leftmost column when they 
have seen only examples with two column borrowing. 

A Model for Procedural Acquisition 
Procedural acquisition contributes to the understanding of 
the cognitive processes of learning. Artificial Intelligence 
techniques used to simulate the human process of 
acquiring procedures can improve this understanding and 
assist teachers to interpret a child's incorrect procedures. 
The literature provides numerous examples of the errors 
which students acquire while learning procedures ([6], [7], 
[8], [9], [36], and VanLehn, [20], [21], [22), [26]). Several 
theoretical models of the acquisition of childhood 
arithmetic procedures have been proposed ([19], [14], [31], 
[32]. [ 12], and [5]). A few have been tested in the school 
environment [8], [9], and [16]). 

However, most of these models concentrate 
primarily on the cognitive behaviours of the students 
involved in the research. Simple and efficient knowledge 
representation techniques for the simulation of procedures 
are required, for the model to be used to assist students 
while learning arithmetic procedures. We present a model 
that employs a different knowledge representation 
formalism from the other models, but also takes into 
account the theories explored by Cognitive Scientists in 
the domain of childhood learning [31]. 

Objectives of the Model 
The main objective of our simulation model is to provide 
simple and efficient knowledge representation techniques 
for the acquisition of arithmetic procedures. This objective 
has been achieved--one lesson consisting of three difficult 
examples is learned by the model in less than twelve 
seconds real time. In contrast to this time, the large 
Artificial Intelligence program named Sierra and 
constructed by VanLehn, [31], took about 100 hours of 
Dorado (a fast Lisp machine) time to process a single 
lesson sequence of about 9 lessons [21 J. 

The efficiency of our model contributes to the 
outcome of the next objective--to provide a knowledge 
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representation that could be the basis of a Student Model1 

for an Intelligent Tutoring System (ITS). We show that our 
model learns the buggy procedures that students learn, by 
simulating the student's test problem. Further development 
of our model using the existing knowledge representation 
may render it useful as a Student Model--the procedures 
that the student is using could be generated while he or she 
is solving a test problem. These generated procedures 
could then be used to diagnose and assist the student in the 
learning process. 

Another objective is to validate our results by 
reproducing some of the bugs produced by VanLehn [31] 
in his simulation model. Our model also demonstrates that 
procedures can be learned from arithmetic examples and 
the knowledge that children already have about 
mathematical facts and some other general facts . The 
procedures learned can solve a subtraction problem, 
provided the procedures are learned from similar 
examples. The model can predict what the student's 
knowledge will be after the lesson by generating 
procedures from the lesson and executing those procedures 
on test problems. 

Repair Theory 
Repair theory attempts to explain the cause of bugs in 
terms of a set of formal principles that transform a 
procedural skill into all of its possible buggy variants [7]. 
The theory states that if a student is missing a fragment of 
some correct procedural skill. an attempt made to follow 
this procedure will often lead to an impasse2• The student 
will invoke problem solving strategies to find a repair in 
order to solve the problem leading to the impasse [7]. 

Repair theory attempts to explain-why 
researchers found the bugs they found and not others, how 
bugs are caused, and to predict what bugs will exist for a 
procedural skill not yet analysed. To test the repair theory, 
VanLehn [21] used a descendant of a production system 
called the Solver, to interpret and repair core procedures. 
The Solver is a module in VanLehn's system that was 
given a core procedure and a sequence of subtraction 
problems as they appear on a student's test page. If an 
impasse occurred during execution of the core procedures, 
the Solver's task was to select and apply a repair to the 
problem similar to repairs made by students. 

The Solver was also implemented in VanLehn's 
[31 J model Sierra, but in this system the core procedures 
given to the Solver were learned from arithmetic lessons 
provided to the model. The Solver has two parts--the 
Interpreter and the Local Problem Solver. The Interpreter 
executes the procedures on the test problems and when 
there is an impasse, the Local Problem Solver repairs the 
test problem so that it is solved. The Local Problem Solver 
is the module that creates the buggy procedures in Sierra. 

Our model implements the Interpreter module of 
the Solver and is explained later. We do not implement the 
Local Problem Solver because our research aims to 
develop a more efficient model based on the Learning 

1 An Expert Model is that part of an ITS which models the expert 
knowledge in the domain of the tutor. A Student Model consists 
of an expert model pius a list of items that are missing. 
2An impasse occurs where the student becomes stuck while 
solving a problem. 
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Theory. The repairs can be learned from the student if 
their test problems are solved incorrectly. 

Learning Theory 
VanLehn (23] added a learning theory to repair theory to 
yield an integrated explanation for the acquisition of 
correct and buggy procedures. Kurt VanLehn claimed that 
learning a procedural skill is a communication act, where 
the teacher communicates a procedure to the student over 
several lessons. The first computer simulation arithmetic 
models generated bugs that were dependent on the set of 
impasses and repairs with which the model was equipped. 
Psychologically, this kind of generation of bugs is not 
plausible (20], so a learning theory was developed to 
automatically generate the set of impasses and repairs 
from some constraints, imposed by the learning sequence 
the student is in the midst of. The ACT model [2] also 
simulated the process of learning the procedures, rather 
than simulating the errors that humans acquire when 
learning procedures. 

Learning theory describes learning at a larger 
grain size instead of the very detailed level described in 
earlier models. Given a lesson and a representation of what 
the student knows before the lesson, the learning theory 
predicts what the student's knowledge state will be after 
the lesson [20] . 

VanLehn [31] tests his learning theory with a 
large artificial intelligence computer program called Sierra. 
The central idea of this theory is that there are specific 
felicity conditions3 that govern learning (VanLehn [23], 
[24], [26], and [31]). Our model uses the main felicity 
conditions that were employed in Sierra: 
a) The Induction Hypothesis assumes that arithmetic 

is learned by induction--the generalisation and 
integration of examples. When teachers work a 
subtraction exercise on the blackboard, their writing 
actions constitute an example of the subtraction 
procedure [24). These actions are the examples 
taught to the model, and they show all the work 
required to induce the target subprocedure. By 
inducing the procedures in this manner, the whole 
curriculum of arithmetic learning is presented. 

b) A lesson introduces at most one new chunk of 
procedure-the model learns the procedures 
incrementally. A normal lesson introduces one new 
chunk of procedure and introduces material that 
will allow the program to solve problems that it 
could not solve before. The new chunk of 
procedure is a new lesson introducing a new 
concept, such as examples that include borrowing. 

c) Students add their new subprocedure to their 
current procedure-new subprocedures are output 
from the learning module, appended to the current 
procedure, and then input to the learning module 
with the next lesson. 

Assumptions used in our Model 
The assumptions used in our model are adapted 

from some of those employed in Sierra [31]. VanLehn 

3Felicity conditions are tacit conventions or specific conventional 
expectations. 
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determined these assumptions as a result of the studies 
performed with children in arithmetic learning. We have 
restricted our description of the assumptions to those that 
highlight the differences between our model and Sierra. 
These are the Primitives Assumption, the Situation 
Assumption and the Goal Types assumption. VanZyl 
(1996) describes all the assumptions used in our model. 

The Primitives Assumption 
It is assumed that there are factual primitives used to 
access knowledge about number facts, and primitives that 
characterize the actions in a procedure. The presence or 
absence of specific primitives explains why some bugs 
exist and others do not. These primitives are explained 
further in the section on conditions and actions. 

The Situation Assumption 
Sierra [31] has an extra set of primitives that describe the 
situation (or position) of each digit in fine-grained detail. 
The example problems were represented exactly as they 
were written on the lesson or test page. Figure 2 is an 
example of how a problem state in Sierra was represented. 
VanLehn gave a terse description of the representation of 
the problem states: 

The formal representations are sets of pairs. 
Each pair represents an instance of a symbol at 
a place. The first element of the pair is the 
symbol, usually an alphanumeric character or a 
special symbol like HBAR, which stands for a 
horizontal bar. The second element of the pair is 
a tuple of four Cartesian coordinates that 
represent the symbol's position. The details of 
representing the symbol's position do not matter. 
The point is only that a problem state is little 
more than a picture of a piece of paper or a 
chalkboard. It is not an interpretation or parsing 
of the symbols. For instance, the problem state 
does not force the model to treat 507 - 29 as 
two rows, or as three columns, or as rows and 
columns at all. How the problem state is parsed 
is determined by a component of the student's 
knowledge state, called the grammar. ([31] p. 
174). 

The grammar in Sierra uses the following primitives to 
describe the situation (or position) of each Figure 2: 

digit-First, Last, Middle, Part-of, Value-of, Ordered, and 
Adjacent, Horizontal, Vertical and the two Diagonals. 
Three separate induction algorithms determined the 
different kinds of primitives to describe the situation of 
each digit in the Problem State. In our model, the problem 
state is treated as columns, and situation primitives 

Sie"a's Representation The Problem 
((HBAR (12 17 20 17)) 507 
(- (12 17 14 19)) - 29 
(5 (14 19 16 21)) 
(0 (16 19 18 21)) 
(7 (18 19 20 21)) 
(2 (16 17 18 19)) 
9 (18 17 20 19 

Figure 2: The Representation of Problem States in Sierra 
([31 ], p. 175) 
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describe where the current column is situated. These 
situation primitives are--LeftMost Column, RightMost 
Column, LeftAdjacent Column and RightAdjacent 
Column. Primitives are described further in a later section. 

The Goal Types Assumption 
In Sierra [3I], the goals (also called procedures) consist of 
a number of subgoals (or subprocedures). Sierra has three 
execution types for goals, which play important roles in 
the learning component. A brief description of the goals 
follows: 

1. A FOREACH goal defines the set of objects, imposes 
an order on the columns and calls another goal (AND 
or OR) on each column in the order defined. This goal 
ensures that columns are examined until there is an 
answer in each of them. 

2. The OR goal has patterns that control the flow of 
execution. The patterns are called test patterns and are 
used as predicates for deciding which rule to execute. 
If all the patterns match in a rule, then the subgoal 
following the patterns is executed. 

3. The AND goal has patterns called fetch patterns that 
are permitted to fetch objects from situations (the 
problems on the test paper) or from the fact 
knowledge base. All the rules in the AND goal are 
executed. 

Our model does not have the same types of goals 
as Sierra. Instead of the FOREACH goal to iterate through 
the columns, our model induces an action to shift focus to 
another column by comparing the current state of the 
problem with the target state of the problem. The 
conditions in our model are similar to the fetch and test 
patterns in Sierra's representation, except that our model 
does not contain the situation primitives described 
previously. 

The Learner 
The Learner in our model reconfirms VanLehn's [3I] 
learning theory. This is demonstrated by the fact that the 
model can predict what the student's knowledge state will 
be after the lesson, if we give it a lesson and a 
representation of what the student knows before the lesson. 
However, the construction of our simulation model is 
completely different to VanLehn's-we used a much 
simpler representation formalism for the example 
problems that causes the induction of procedures from the 
examples to be more efficient. This efficiency allows us to 
extend VanLehn's theory to permit the learning of the 
student's procedures while he or she is solving problems. 
In Sierra. the representation of example problems (shown 
in Figure 2) and the procedures is complicated, and this 
caused the Learner to be very slow to acquire procedures. 

The Learner in our model learns new procedures 
from a lesson sequence similar to the sequence used in 
VanLehn [31]. Figure 7 shows that the lesson examples, a 
previously learned set of procedures (except in the first 
lesson), and existing knowledge are input to the Learner. A 
set of new procedures learned from the lesson is output 
from the Learner. The remainder of this section describes 
the knowledge representation and induction techniques 
used to acquire subtraction procedures. 
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Representation of the Lessons 
Subtraction lessons are represented as lists in the XLISP-
PLUS programming language: 
• A lesson is a number of embedded lists of example 

problems. 
o An example problem is a sequence of problem states, 

like the example problem in Figure 4, which needs 
three states to solve the problem. 

" Each state has an embedded list of columns. State 2 in 
Figure 4 shows a RightMost Column. The list to the 
left of the RightMost Column is the LeftMost 
Column. 

• Each column has three digits-Top of the column, 
Bottom of the column, and the Answer to that column. 
Figure 4 illustrates the three different digits in State 3. 

• A test is a list of exercises, with only the first state of 
the example problem--{-(2 1 b)(9 5 b)). 

• A solved test is a list of example problem states, with 
a correct or 'buggy' solution. 

The Lesson Sequence 

The lesson sequence is known as the H sequence in Van 
Lehn's [31] book, 'Mind Bugs'. VanLehn obtained this 
sequence from the 1975 edition of Heath's Heath 
Elementary Mathematics. Lesson one teaches how to solve 
two column subtraction problems, lesson two handles 
partial columns using only two columns, and lesson three 
teaches simple borrowing. The fourth lesson solves three 
columns without borrowing and the fifth lesson teaches 
partial columns with three columns. Lesson six teaches 
one borrow in three columns and lesson seven teaches two 
adjacent borrows. The eighth lesson teaches borrowing 
from zero with three columns and the ninth lesson teaches 
borrowing from multiple zeros. 

Representation of the Example Problems 
Each state in the example problem represents one action 
taken to change one of the digits in that state. Figure 3 
shows an example problem represented as the students see 
it. Figure 4 is the same problem as Figure 3, in the model's 
representation. Initially, the answer in a problem is shown 
as a 'b', which represents a blank digit. 

2 9 
- I 5 

b b 

2 9 
1 5 
b 4 

2 9 
I 5 
1 4 

Figure 3: Example problem represented as 3 states. 
State 1 State 2 State 3 

I I I 11 I 
cc-e.:_jc9 s b)) c-c2 1 b~rh:J!) c-c2T:)~9 1 ~r 

Column Column Bot/m 
Figure 4: Example problem represented as embedded lists 

in XLISP 

The example in Figure 4 requires three states 
before the problem is solved. More complicated examples 
require more states. The Learner evaluates each of the 
primitive conditions against a state within the example 
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problem to induce the conditions that are true of a that 
state. An example of one condition found 
is-(LessThanOrEqual (BottomColumn) (TopColumn)) 
because the bottom digit in the column is less than the top 
digit. 

Primitive actions evaluate one column in a state at 
a time. The current column at the start of the learning is 
always set to the right most column. In the example 
problem in Figure 3 and Figure 4, three actions are taken 
to obtain the solution in State 3: 
l. Write Top-Bottom in Answer of the current column. 

This action results in State 2. 
2. Move to Left Column. The focus is now on the left 

adjacent column in State 3. 
3. Write Top-Bottom in Answer, results in State 3. 

Our representation of the example problem is 
very simple in comparison to the representation used in 
Sierra. The choice of our representation contributed 
significantly to the efficient learning process in our model. 
Figure 2 in the section on the Situation Assumption 
illustrates the representation of the problem states (called 
the example problem in our model) in Sierra. That section 
also describes briefly how the primitives are induced in 
Sierra. 

Representation of the Procedures 
The procedures in our model are like production rules 
consisting of a conjunction of primitives (or condition) and 
one or more actions. The conditions form the left hand (or 
antecedent) side of the procedure and the actions form the 
right hand side (the consequent). Figure 5 is an example of 
a set of procedures. The actions are evaluated only if all 
the primitive conditions in the procedure are true of the 
specific state in the example problem. The set of 
procedures for each lesson grows monotonically as each 
state of the example problem is evaluated. 

Actions and Conditions 

The conditions and actions that form the procedure are 
generated by the Learner, from the different kinds of 
primitives provided. These primitives are typed in italics in 
Figure 5, with a description of each primitive in normal 
type font. 

The primitive actions and conditions are stored in 
memory as global variables and are provided to the 
Learner before the learning begins. After examining each 
state in an example, the Learner combines the conditions 
and actions to form a procedure. Each line of the 
procedures in Figure 6 designates a condition or an action. 
The procedures are typed exactly as they are in the 
program-as embedded lists in the XLISP language. 

The procedures are learned by evaluating each of 
the given conditions, and appending those that are true to 
another list, ready to form the procedure. The first action 
in the global list is evaluated on the current state of the 
example problem. If the action causes the state to change, 
and this state equals the next state of the example problem, 
that action is included in the procedure, along with those 
conditions that were evaluated as true. If the changed state 
does not equal the next state of the example problem, the 
next action is tested until all actions are exhausted. 

l. Actions cause a change in the current problem state. 
There are five types of primitive actions: 
1) shift the focus of the column-seif Column, 
2) subtract the bottom digit from the top and 
write the value into the answer-Write, 
3) write the top digit into the answer-Show, 
4) overwrite a character with its current value 
less one-OverwriteMinusOne, or 
5) overwrite a character with its current value 

plus ten-OverwritePlusTen. 

2. Factual primitives are used to access knowledge 
about number facts : Blank, 

LessThanOrEqual, LessThan, 
CountUpByTen, OneAwayFrom, and Zero. 

3. Situation Primitives are those that show the current 
focus on the problem: 

RightMost, LeftMost, LeftAdjacent, 
RightAdjacent. 

4. Primitives are provided with parameters and the 
combination of primitives and parameters form the 
condition or action. The parameters are: 
Column-a column from the current state of the 
problem example, 
Top-the top digit of the column, 
Bottom-the bottom digit of the column, 
Answer-the digit which holds the answer to that 
column. 
Figure 5: The Primitives used by this model 

The representation of the procedures within lists 
allows the procedure to be evaluated when solving a test 
problem. The set of procedures is in one large list, with 
each procedure represented as a list within the large list. 
Each procedure contains two main lists--the first main list 
contains all the conditions that must be true before the 
actions in the second main list can change the current state 
of the test problem. 

As discussed previously in the section on the 
Goal Types Assumption, Sierra [31] uses a FOREACH 
goal to iterate through the columns until they are all 
solved. In contrast, our model induces the action that 
causes the focus of the column to shift. Therefore, two 
main kinds of actions are provided to the Learner-a 
column action to change column focus and a problem 
action that changes the mathematical state of the problem. 

An Example of a Procedure 

The procedures are evaluated like production rules, with 
the action being evaluated only if all the conditions are 
evaluated as true. The procedure in Figure 6 was generated 
from State 2 of the example problem in Figure 3, which 
had two columns, and no borrowing required. 

In State 2 the focus is on the RightMost column 
because the Answer was just written in this column. 
Therefore, the condition numbered '1' evaluated as true, is 
shown in Figure 6 as (RightMost Column State). The 
remaining conditions in the first procedure are those that 
are true of State 2-the Bottom digit is LessThanOrEqual 
to the Top digit, the Answer is not Blank, the Answer in 
the LeftAdjacent Column of the State is Blank, and so on. 
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In this case, the action taken is to change the current 
Column (or list) to the LeftAdjacent Column. 

The conditions within the second procedure of 
Figure 6 reflect the evaluation after the column action of 
the first procedure. Therefore, the Column within the State 
is now the LeftMost, as illustrated by the condition 
numbered '1 ' in the Second Procedure. The only action 
that evaluated to true in this State is the one shown in the 
Second Procedure. This action writes the subtraction of the 
Bottom digit from the Top digit into the Answer. 

Procedure in the XLISP- Explanation of the 
PLUS langual!e Procedure 
First Procedure: 
AND 

1 (RightMost Column State) => Current column is 
the right most 
column. 

2 (LessThanOrEqual(Bottom => Bottom digit is ::; 
Column)(TopColumn)) top digit of current 

column. 
3 (not (Blank (Answer => Answer in the 

Column))) current column is 
not blank. 

4 (Blank (Answer => Left adjacent 
(LeftAdjacent Column column has a blank 
State)))) answer. 

5 (not (CountUpByTen (Top => Top digit of current 
Column))) column not 

incremented. 
6 (not => Top digit of Left 

(CountUpB yTen(Top(Left Adjacent column to 
Adjacent Column State))) current column not 

incremented. 
7 (not (OneAwayFrom => Top digit of Left 

(LeftAdjacent Column Adjacent column to 
State) State Problem))) current column not 

decremented. 
8 (not (OneAwayFrom => Top digit of current 

Column State Problem))) column not 
decremented. 

9 (not (Zero (Top Column))) => Top digit is not 
zero. 

Action: 
(AND((if (not (LeftMost => Move focus of 
Column State)) (setf column to the left 
Column (LeftAdjacent adjacent of current 
Column State)))) column. 

Second Procedure: 
AND 

1 (LeftMost Column State) => The current column 
is the left most 
column. 

2 (LessThanOrEqual(Bottom => Bottom digit is ::; 
Column)(TopColumn)) top digit of current 

column. 
3 (Blank (Answer Column)) => Answer of current 

column is blank. 
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4 (not (Blank (Answer => Answer to the right 
(RightAdjacent Column adjacent column of 
State))))) current column is 

not blank. 
5 (not (CountUpByTen (Top => Top digit of current 

Column))) column not 
incremented. 

6 (not (equal 10 (Top => Top of right 

7 

8 

(RightAdjacent Column adjacent column not 
State))))) equal to 10. 
(not (OneAwayFrom => Top digit of current 
Column State Problem)}) column not 

decremented. 
(not (Zero (Top Column))) => Top digit of current 

column is not zero. 

Action: 
(Write (quote-) (Top => In the answer of the 
Column) (Bottom current column, 
Column)) write the 

subtraction of the 
bottom digit from 
top digit. 

Figure 6: A Procedure that Solves the Example Problem 
in Figure 4. 

Main Functions of the Learner 
The Learner has two main functions--'Run' and 'Learn' , 
as illustrated in Figure 7. 'Run' evaluates the set of 
procedures already learned in previous lessons, and this 
prevents the generation of duplicate procedures. The Learn 
function is called to generate a new procedure, only when 
none of the previously learned procedures can be evaluated 
on the existing state of the example problem. 

The Run function (illustrated in Figure 7) 
evaluates each procedure, using the following algorithm-
If the Conditions all evaluate to true, execute the Action(s). 
The next function 'Compare Columns' is called to 
compare the current state with the next state in the 
problem, to find the column that is different. 
'FindNewState' is then called to change the state of the 
problem to the one created by the executed action. The 
answers in the example are then checked by 
'CheckAnswers' to see if the problem is solved. If all the 
columns have a digit as the answer, the problem is solved. 

Figure 7: An Overview of the Learner and its 
Main Functions 
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If the problem cannot be solved by the 'Run' function, 
control is returned to the Learner, which calls the 'Learn' 
function. The 'Learn' function is explained in the 
following section. 

Induction of the Procedures using the Learn Function 

The Learn function (shown in Figure 7) calls five other 
main functions to induce the procedures from the example 
problems. A description of the functions follows: 
1. The first function 'Compare Columns', compares 

the current state with the next state in the problem, 
to find the column that is different. 

2. If the current column is different from the column 
found in the comparison in step 1 above, the Learn 
function calls four other 
functions-'FindConditions' finds the true 
condition of the current state, 'FindColumnActions' 
shifts the focus of the column, 
'FindProblemActions' finds the appropriate action 
to change the mathematical state, and 
'ConstructNewProcedure' combines the conditions 
and action(s) into a new procedure. 

3. If the focus on the current column is the same as the 
column found in the comparison in step 1 above, 
the Learner calls the functions- 'Find Conditions', 
'FindProblemActions' and 
'ConstructNewProcedures'. 'FindColumnActions' 
is not used in this instance because the focus on the 
column is already correct. 

Induction of the Procedures in Sierra 

The Learner in Sierra uses a number of complicated 
techniques to parse the action sequence of the problem 
states (illustrated in Figure 2) into a parse tree. Each set of 
parse trees is then converted into a procedure. The parse 
tree constitutes the explanation for the action sequence. 
There are three induction tasks used to obtain the parse 
tree [25]: 
1. A grammar induction algorithm is used to induce 

the basic skeleton of its rules. This is called 
skeleton induction which determines the existing 
OR and AND goals of the new subprocedure. 

2. A pattern induction algorithm involves giving the 
rules in the new subprocedure, appropriate 
conditions. VanLehn [25] uses Mitchell's [15] 
version space algorithm to solve the pattern 
induction problem which is the exact content of the 
rules' conditions. 

3. A function induction algorithm discovers which 
function or nest of functions will yield the numbers 
shown in the example problems. To assist the 
Learner in discovering the correct functions, only 
the primitive functions given to the Learner 
initially are examined. A BACON-like function 
inducer (Langley, 1979) is used to learn details of 
the rules' actions. 

The Interpreter 
The Interpreter is used to test the acquisition of the 
procedures in the Learner. It performs this function by 
solving test problems provided in the same representation 
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as an example problem, except that the test problem has 
only one initial state. Figure 8 illustrates the functions 
called from the Interpreter, which takes a test by applying 
each set of procedures learnt from a lesson (or lessons) to 
solve each problem in the test. It outputs a solution to each 
problem. 

The algorithm is similar to that used in the 'Run' 
function of the Learner. Each procedure is evaluated 
against the example problem. If all the conditions are true 
it applies the action within that procedure. If the conditions 
are not true, it evaluates the next procedure until all the 
procedures are evaluated. One or more procedures may be 
evaluated on each problem. 

The Interpreter may halt without solving any part 
of the problem or it may halt part of the way through the 
problem. It solves the problem correctly if the test example 
is similar to one given in the lesson, from which the 
procedures provided to the Interpret function were 
generated. Procedures used to solve the problem may have 
been generated from any of the lessons. Procedures learnt 

0 11 l 11 bl tl from lesson mne wi so ve a test pro ems correc 1 y. 

TeeiProbiMI .·.·.·.·.·.·.·.·.•.·.·.· 
:·.·.·.·.·:·:·.·.·&>J Teat Solution 

( Set of ProceduNa !··-·.·.·.·.·.·.·.··> Interpret 

-

Evaloato Fond c0 ( """"""· New Slat• "' 
\..;,all evaluated? If all answered? 

Impasse! Solved! 

Figure 8: Overvtew of the Interpreter 

Related Work 

Diagnostic Models 
The first computer simulation models in the arithmetic 
domain were built to diagnose the errors in student 
arithmetic tests-Buggy [6], Debuggy and IDEBUGGY 
[8]. A student's misconceptions4 were captured as simple 
changes to a correct model of the underlying knowledge 
base. From these models, researchers constructed an 
extensive catalogue of precisely defined procedural bugs 
for subtraction. 

Young and O'Shea [36] provided an alternative 
simpler interpretation of subtraction errors using 
production style rules, consisting of conditions and 
actions. Our model also uses production style rules, but 
these rules (procedures) are learned from lessons or tests 
provided to the model. Young and O'Shea's model was 
unable to simulate the buggy procedures from the 
children's test solutions. To model the children's errors, 
they appended or omitted various rules from the 
production system and ran the modified production system 
again. If the removal of a rule caused an error in solving 

4Misconceptions are known as procedural bugs, mind bugs and 
also systematic errors. 
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the subtraction problem, this rule was used to explain 
reasons for a student's error when solving the same 
problem. 

Planning Nets 
As a result of the inability of these diagnostic models to 
simulate the buggy procedures, planning nets were 
developed by VanLehn and Brown [7] Plans within the 
planning nets analyse the goals (or conditions) and actions 
that change the state of the environment at each step in the 
subtraction problem. The procedures generated are those 
which transform the original state of the problem to a 
target state. 

Our model also evaluates the conditions and 
actions that transform each state, and a procedure is 
formed from those that evaluate to true. Planning nets are 
the first step to a long development of theories and models 
concerning procedure acquisition (VanLehn 1982, 1983a, 
1983b, 1983c, 1986, 1987a, 1987b, 1990, and [32)). 

Induction from Examples and Prior 
Knowledge 
A more recent methodology for studying the origin of 
rational errors5 [5] uses a combined experimental and 
computational approach to test the induction hypothesis 
more carefully. Ben-Zeev's [5] study improves on past 
formulations of the inductive hypothesis by suggesting 
that-induction can also be traced to prior knowledge 
algorithms in different domains (for example, addition), as 
well. Sierra [31] and Ben-Zeev's [5] model are quite 
different in their methodologies used to ascertain the 
explanation for students' errors. 

The protocol analysis employed in Ben-Zeev's 
study identifies the exact bug that produces a rational 
error. In VanLehn's (31] research, there is only answer 
data from the tests and it is difficult to ascertain which 
bug, out of a possible set of bugs, produced a particular 
rational error. However, protocol analysis can not be used 
successfully in experiments with children because they are 
not articulate enough to explain their actions. Although 
Ben-Zeev's method contributes further to the induction 
hypothesis, we believe that the procedural acquisition 
method used in Sierra [31] and in the model presented in 
this article are more akin to childhood procedural 
acquisition. 

Intelligent Tutoring Systems 
A rule-based representation is used in many Intelligent 
Tutoring Systems (ITS) because it is similar to the 
standard representational formalism that underlies human 
problem solving. This rule-based approach was taken in 
the LISP tutor [4], BUGGY [7], and [9] and the LEEDS 
modelling system (Sleeman 1984). The dominant type of 
rule-based system takes the form of a production system, 
which provides a good model of human problem solving 
[2] because the production rules capture the basic data-
driven character of human cognition. However, a 
production system is not suitable as an expert module 
because it leaves the student to wait too long during its 

5Rational errors is the term used to describe the results of 
executing a buggy procedure. They are similar to Mind Bugs. 
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computations. Anderson [3] believes that one solution to 
the lengthy waiting time is to build more efficient domain-
specific production systems. 

The most common type of student model that 
represents both misconceptions and missing conceptions 
employs a library of predefined bugs. The system 
diagnoses a student by finding bugs from the library that, 
when added to the expert model, yields a student model 
that fits the student's performance. Assembling the library 
is the biggest hurdle in the bug library approach [27]. If a 
student has a bug that is not in the library, the student 
model may totally misdiagnose the student's 
misconceptions. There are a few techniques for obtaining a 
bug library, which include the models from [7], [9], and 
VanLehn [20]. 

The method of inducing the procedures in our 
model is also similar to a technique called condition 
induction that constructs a bug library from bug parts [14]. 
Condition induction was used as a basis for constructing 
bugs during diagnosis in the student model of an ITS. The 
student model in Langley and Ohlsson constructs buggy 
rules if the student displays incorrect actions. 

Our model also induces the rules (or procedures) 
from a library (or knowledge base) of conditions and 
actions. These procedures may be correct or 'buggy' 
depending on the example problem provided to the 
Learner. The knowledge representation techniques 
employed in our model could be applied to a Student 
Model for an ITS, so that a student's problem solving is 
monitored while learning. If the student makes errors, then 
buggy procedures will be generated and these could 
diagnose the student's errors. 

One advance away from production system 
models is a set of ideas for modelling human learning 
within the production system ([13], Ohllson and Langley 
1985, and [24]. These human learning techniques have 
potential in ITSs because the tutoring component can make 
its decisions by reference to the simulation of the student 
learning. However, these learning components tend to be 
very expensive computationally. We believe that a simple 
knowledge representation technique for the example 
problems and the procedures, assists in the reduction of 
complex computation. 

A model proposed by Kuzmycz and Webb [12] 
uses feature based modelling, which is a machine learning 
approach to student modelling. The model represents the 
knowledge of the student through task and action features. 
Task features represent the attributes of the task presented 
to the student. Examples of these tasks in the subtraction 
domain are: 

Minuend is larger than the subtrahend. 
Minuend is seven. 

These tasks are similar to the conditions in our 
model, except that we do not find tasks that are as detailed 
as "Minuend is seven". Our model does not require the 
recording of the value of each digit, which would make the 
procedures very long. Action features in Kuzmycz and 
Webb represent the attributes of the response, the actions 
taken to obtain an answer. These are very similar to the 
actions in our model. For example: 
I Result == Minuend - Subtrahend. 
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The learning process creates a set of relationships 
between the Task Features and the Action Features. 
Whenever all of the task features in the association are 
found in the task, the student performs the actions 
described by the single Action Feature. All the 
relationships are precompiled and stored in memory, and 
when a problem is evaluated, all the relationships are 
searched and the relevant data updated. Statistical methods 
are used to determine whether or not a particular 
association is accepted. Our model also creates a set of 
relationships between the tasks (conditions) and actions, 
which form the procedures. We have not precompiled the 
procedures, but those procedures already learned are stored 
in memory, and each of them searched every time a 
problem is updated. 

The significance of our work is to implement 
some of the theories defined in the Sierra and Mind Bugs 
projects [31]. VanLehn kept some interest in modelling the 
learning process [33], but he did not complete the 
modelling tasks of the SIERRA project [31]. Much of his 
recent work concentrates on automated tutoring systems 
[33]; [34]) and education theory ([10], [11] ). 

Results from the Procedural 
Acquisition Model 

The following criteria are used to assess the learning 
process in our model-the efficiency of the learning 
algorithm, the ability of the Interpreter to solve test 
problems using the procedures learned, the similarity of 
the model's procedures to those that children acquire, and 
the ability to generate new procedures from each lesson. 

Efficiency of the Learning Algorithm 
Execution of each of the lessons was timed, to test the 
efficiency of the learning algorithm. The time taken 
depends on the type of computer used, but should only 
differ by a number of seconds. One lesson took between 
one and twelve seconds to run, depending on how many 
procedures were generated for each lesson. The time 
averaged at four seconds for each of the nine lessons or 
about one minute for a lesson sequence consisting of nine 
lessons. This compares favourably with Sierra [31 ), which 
took about one hundred hours on a fast Lisp machine, to 
complete a lesson sequence [21). 

Ability of Interpreter to Solve Test 
Problems Using Procedures Learned 
This criteria was evaluated by running the 'Interpreter' 
over a test problem similar to an example from each 
lesson. Each example was solved correctly by the 
Interpreter, which demonstrates the ability of the 
Interpreter to solve test problems similar to the lesson 
examples. This follows the 'examples' assumption-the 
procedures that children learn are some subset of all 
procedures consistent with the examples [31). The 
procedures that solved the test at each new state in the 
problem were written to a file along with the solution to 
the test. These results can be found in appendix B of van 
Zyl [35]. 
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Similarity of the Model's Procedures to 
those that Children Acquire 
We used three different methods to test this criterion. In 
the first method, we compared the correct procedures 
generated after each lesson in our model with the 
procedures generated from each lesson given to Sierra. In 
the next two methods we tested whether or not the model 
could acquire the same buggy procedures that some 
children acquire. The first of them tested the occurrence of 
impasses using procedures learned from a correct lesson 
sequence. The last method tested the ability of the Learner 
to acquire buggy procedures from buggy example 
problems. 

Comparison with Sierra 
We compared the procedures generated after each lesson 
in our model with the procedures generated from each 
lesson given to Sierra. The conditions and actions 
generated within the procedure in our model have the same 
effect as those generated within Sierra. For example, in the 
lesson on borrowing, both models generate conditions such 
a~'Top of Column is less than Bottom of Column', 'Top 
of Column is not zero' and 'Top is incremented by I 0' . 
The actions generated by both models were to 'Overwrite 
Top with Top+ 10' and 'Overwrite Top with Top- I'. The 
difference in the two models' procedures lie in the naming 
of the primitives and also in the way each procedure is 
executed. 

Occurrence of Impasses using Procedures 
Learned from a Correct Lesson Sequence 
VanLehn described the buggy procedures that children 
acquire by giving the Solver some diagnostic test problems 
at different stages of the learning sequence. If a test 
problem was given that required the use of procedures that 
had not been taught, an impasse occurred during the 
solving of the test problem. Repair strategies were 
implemented to complete the solving and the buggy 
procedures used to perform those repairs were examined to 
find the cause of the incorrect solution. 

We compared the results of running the correct 
procedures learned from our model on some of the 
diagnostic test problems that VanLehn gave to students 
and to his model Sierra. We selected these particular 
problems because of their frequency of occurrence in the 
Southbay study used by VanLehn [31]. The frequency 
occurrence is shown in brackets after each name of the 
specific bug in the figure following the explanation of the 
bug. Each figure shows the Test Problem provided to a 
child and to the simulation model. The Test Answer in 
each figure shows the solution that the child obtains if he 
or she has this bug. The Interpreter Solution is the solution 
output by the computer simulation model. 

The procedures provided to the Interpreter are 
those acquired by the Learner, after taking the same 
lessons as the students took before attempting to solve the 
same problem. The Interpreter cannot repair the problem 
after an impasse because (as mentioned before) the repair 
strategies are not implemented. The occurrence of an 
impasse in our model is the same as that of the student 
with the same knowledge of subtraction procedures, except 
for the last two problems, whose reasons for being 
different are explained. 
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In the buggy procedure Smaller-From-Larger, 
the student does not borrow, but in each column subtracts 
the smaller digit from the larger one as illustrated in the 
Test Answer in Figure 9. The impasse occurs in the first 
column, where the top digit is less than the bottom digit. 
The student repairs by reinterpreting 'Top - Bottom' as 
'Larger - Smaller' . In the computer simulation model, an 
impasse also occwred in the first state because the 
Interpreter was given the existing procedures from the first 
two lessons, which have no borrowing knowledge. Those 
procedures have the condition 'Bottom of Column gop of 
Column', which prevents a 'Write' action in this test 
problem. The Interpreter can not solve this problem 
because the procedures previously learned were too 
specific. 

Test Problem 

81-38=bb 

Test Answer 

81-38 =57 

Interpreter 
Solution 

81-38 = bb 
Figure 9: Example of the 'Smaller-From-Larger' Bug 

(1 03 occurrences) 

In the next three problems (Figure 10, Figure 11 
and Figure 12), neither the student or the model has 
learned borrowing where there is a zero. An impasse 
occurs at each zero in the model and in the student's 
problem solving. However, the student executes three 
different kinds of repairs so that the problem is solved. 
These are described in the following three paragraphs. 

In Stops-Borrow-At-Zero, (Figure 10) the 
student skips the decrement action and does not change 
any column to the left. In our model, all the procedures 
containing the decrement action include the condition 'Top 
of the LeftAdjacent Column is not Zero' . This condition 
makes the procedures too specific and therefore unable to 
execute the decrement action. 

Test Problem Test Answer 

305-7 = bbb 3015-7 = 308 

Interpreter 
Solution 

3015-7 = bbb 
Figure 10: Example of the 'Stops-Borrow-At-Zero' Bug 

(34 occurrences) 

In the bug named Borrow-Across-Zero, the 
student performs a repair by skipping over the zero to 
borrow from the next column (see Test Answer in Figure 
11). In our model none of the procedures have the 
condition 'Top is Zero', so nothing happens at the zero. 

Test Problem Test Answer 

305-7 =bbb 

Interpreter 
Solution 

3015-7 = bbb 
Figure 11: Example of the 'Borrow-Across-Zero' Bug 

(13 occurrences) 

In the buggy procedure Borrow-From-Zero, the 
child implements the repair by changing the zero to nine, 
but does not continue borrowing from the column to the 
left. However, the model will not do this because none of 
the actions can change a zero to a nine. The actions in the 
model can only increment a zero by ten. 
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Test Problem Test Answer Interpreter 
Solution 

306- 187 = bbb 3916- 187 = 219 3016-187 = bbb 
Figure 12: Example of the 'Borrow-From-Zero' Bug (10 

occurrences) 
The Borrow-No-Decrement bug causes the child 

to add ten correctly for the borrow, but does not change 
any column to the left. This bug occurs when the child has 
learned to borrow, but has forgotten or misinterpreted a 
part of the procedure. In the computer simulation model, 
the procedures are always remembered so the problem is 
solved correctly. This demonstrates that the model learns 
procedures directly from the examples given to it. The 
Interpreter received correct procedures, so could only 
evaluate those. 

Test Problem Test Answer 

62-44 =bb 

Interpreter 
Solution 

512-44= 18 
Figure 13: Example of the 'Borrow-No-Decrement' Bug 

( 10 occurrences) 
In the buggy procedure Always-Borrow-Left, the 

child borrows from the leftmost digit instead of the digit 
immediately to the left. This buggy procedure is explained 
previously in the first section. The problem is not solved in 
the model because the procedures learned include a 
condition stating that the column to be decremented is the 
'LeftMost Column' . In this case, the second column is not 
the left most column so the rest of the problem cannot be 
solved. 

Test Problem Test Answer 

733-216 = bbb 

Interpreter 
Solution 

73 13-216 = bbb 
Figure 14: Example of the 'Always-Borrow-Left' Bug (6 

occurrences) 

Ability of Learner to Acquire Buggy Procedures 
from Buggy Example Problems 
We also tested the Learner in our model with buggy 
example problems, to assess whether buggy procedures 
could be acquired while a student is solving a test problem. 
For simplicity in reporting the results, we gave the Learner 
the same buggy example problems as those discussed in 
the previous section. The remaining of this section 
describes the results of those tests. 

In the buggy example problem Smaller-From-
Larger, the solution state is the same as the Test Answer 
in Figwe 9. The Learner acquired a 'Write' action, but the 
condition 'Bottom of Column :5 Top of Column' was not 
included as it was in the procedures learned from correct 
examples. Therefore, when we tested the newly acquired 
procedures with further test problems, the Interpreter 
output a buggy solution with no borrowing, the same as 
the Test Answer in Figure 9. 

In the following three problems, the Learner was 
given existing procedures that knew how to borrow, but 
not from zero. All the existing procedures include the 
condition 'Top of Column is not Zero' . 

In the Stops-Borrow-At-Zero problem, no 
procedures were induced to decrement the zero, because 
the test solution contained no decrement action. Instead of 
the decrement action, a 'Show' action was induced, so that 
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the zero was inserted into the Answer of the column with 
the zero at the Top as in Figure 10. 

When the Learner acquires correct borrowing 
procedures, it includes a condition for the second part of 
the borrowing (the decrement) that requires the column 
immediately to the right of the decrement to be 
incremented by ten. However, the Borrow-Across-Zero 
test problem caused the Learner to acquire a procedure that 
allowed the decrement to occur two columns over from the 
increment. This is illustrated in the Test Answer of Figure 
11. 

The Borrow-From-Zero buggy problem from 
Figure 12 was interesting. The example given to the 
Learner changed the zero to a nine immediately after 
incrementing the previous column. However, when the 
procedures were tested with the Interpreter, the zero was 
incremented by ten and the next step decremented the ten 
by one to make it a nine. The Interpreter used two 
procedures to change the zero to a nine, but ended up with 
the same solution as provided in the buggy example. This 
occurred because the procedures given to the Learner with 
the buggy problems included a condition that allowed an 
increment on a zero. This procedure was evaluated before 
the one with the decrement to the zero. 

In the problem Borrow-No-Decrement, the 
Learner was given existing procedures from previous 
lessons that had no existing borrowing knowledge. From 
the buggy example, the Learner acquired an action to 
'increment by 1 0' where 'Top of Column is < Bottom of 
Column', but did not acquire a decrement action. This is 
consistent with the Test Answer in Figure 13. 

In the Always-Borrow-Left problem, the Learner 
was given existing procedures that could borrow with 
problems that have two columns. The Learner induced 
procedures that skipped the middle column and borrowed 
from the LeftMost column, as in the Test Answer in Figure 
14. The action in the new procedure causes the focus of the 
column to move two columns to the left to perform the 
decrement. Another action moves the current column two 
ro the right after the decrement action, so that the 
calculation of each answer can be performed. 

Ability to Generate New Procedures from 
Each Lesson 
The incremental learning assumption used in Sierra [31] 
states that students learn procedures incrementally 
throughout the curriculum. They have well-formed 
operable procedures before they have completed the whole 
lesson sequence, and therefore the procedures learned 
throughout the sequence are incomplete. Mind bugs result 
from these core procedures if test problems are different 
from those provided in the lesson sequence prior to the 
test. 

The incremental learning assumption is 
accomplished if the Learn algorithm only generates new 
procedures when the current state cannot be solved with 
existing procedures. If any of the procedures are 
duplicated, this assumption does not hold. Many of the 
procedures learned in one lesson have equivalent actions 
but each has different conditions, which makes the whole 
procedure distinct. Examining each condition within each 

procedure tested duplication. A complete list of these 
procedures can be found in van Zyl [35]. 

Conclusions and Future Research 

Efficiency of a learning algorithm is significant to an ITS, 
so that students receive a faster diagnosis of their 
problems. We demonstrated that the Learning algorithm is 
efficient by timing the acquisition of the procedures for 
each lesson. The time taken to acquire procedures for one 
lesson sequence in our model is six thousand times faster 
than the time taken to acquire the procedures for one 
lesson sequence in Sierra. This means that the form of 
representation in our model could be used to acquire the 
procedures that students are using to solve subtraction 
problems whilst they are in the midst of solving them. 
These procedures could be used to explain any 'bugs ' that 
the student has while solving a particular problem. 

The efficiency of the learning algorithm is 
attributed to the representation of all the knowledge in a 
list format. The whole lesson sequence is in one list, with 
each lesson in another list contained within the lesson 
sequence list. Each example problem is in another list 
contained within the lesson list and each column within the 
example is another list. The lists permit efficient 
evaluation, searching and iteration of the whole lesson 
sequence. Procedures are also contained within one very 
large list with each procedure contained within another 
list. Within each procedure is a list of conditions and 
another list of actions. This format makes the compilation 
of procedures more efficient because each condition is 
appended to the previous and each procedure consisting of 
all the conditions and actions are appended to the previous 
procedures. 

The ability of the Interpreter to solve test 
problems using the procedures acquired by the Learner 
demonstrates that correct procedures can be learned by the 
model. It also demonstrates that the model is capable of 
solving test problems either correctly or incorrectly. The 
procedures used by the Interpreter to solve test problems 
can explain the reasons for any bugs in the solution. 

If the procedures learned by the model are similar 
to those learned by children, then the model is a true 
simulation of a child's learning steps. We compare the 
buggy procedures learned by the computer simulation 
model with those learned by children during extensive 
studies by cognitive scientists ([6], [7], [8], and [31]). 
Sierra [31] induced the same kind of procedures that 
children acquire when taking the same lessons. Therefore, 
a comparison with Sierra's procedures is a good test of the 
similarity between the procedures generated by our model 
and those procedures that children acquire. The correct 
procedures generated after each lesson have the same 
effect when evaluated as those procedures that Sierra 
generated. 

The main theme to VanLehn's [31] book 
concerned the Mind Bugs that children acquire while 
learning subtraction. The most significant finding of our 
research is that our model can acquire these bugs while the 
child is solving the subtraction problem. Mind Bugs in a 
computer simulation model can be acquired in two 
different ways: 
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1. learn correct procedures and apply them to a test 
problem, or 

2. learn incorrect procedures from a buggy example 
problem. 

Sierra acquired the bugs by the first method. If 
there was not enough knowledge in the procedures for a 
problem to be solved, then Sierra artificially repaired the 
procedures so that the problem could be solved using the 
same buggy procedures that children used. Our model 
tested this method with its Interpreter and found that 
impasses occurred in the same position as they do when 
children solve a similar problem. 

We also found that our Learner can induce buggy 
procedures from a buggy example problem. This is 
significant because it means that our model could be 
modified to become a Student Model in an ITS. The buggy 
procedures can be learned while the student is in the midst 
of solving a problem. Our model is fast enough for the 
student to obtain an immediate explanation of the buggy 
procedures. 

· To give maximum benefit to the education 
system, an Intelligent Tutoring System (ITS) is required. 
The algorithms and the representation techniques from this 
model could be used as a basis for a Student Model--to 
represent the student's current state of knowledge in the 
ITS. The Student Model could learn the procedures that 
the student is applying by taking the actions the student 
makes and finding the conditions that apply to the 
problem. In this manner, the program could build its own 
library of student models for the arithmetic skills being 
taught. These Student Models would represent the 
student's current state of knowledge and can be used to 
explain errors to the student or the teacher. 

The significance of our work is in continuing and 
implementing some of the theories defined in the Sierra 
and Mind Bugs projects [31]. The results of this research 
demonstrate that this model confirms VanLehn's [31] 
Learning Theory and we extend his work on the MindBugs 
project by providing efficient and usable techniques for the 
acquisition of procedures. We have demonstrated that 
Cognitive Science is collaboration between Artificial 
Intelligence and Psychology, and that Software 
Engineering processes are important in the simulation of 
human behaviour. 

Future research in this area could use the 
techniques from this model to represent other arithmetic 
domains such as addition, multiplication and division. 
Consultation of educational experts is required to obtain a 
learning sequence similar to those applied in the education 
system. This learning sequence can be encoded in the same 
representation language employed in this model. The most 
important task (and perhaps the most difficult) in the 
encoding of the examples, is to represent each state so that 
only one action is performed. Another important task is to 
determine which conditions and actions apply to a specific 
domain. If these tasks are achieved, the learning algorithm 
should work without further adjustments. A more 
ambitious project would be a more interactive program, 
which asks the user which domain they wish to use and 
make that choice available. 
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Abstract 

Model-based diagnosis is one of the dominant diagno-
sis mechanisms. It has been widely realized that the 
computational complexity of the model-based diagno-
sis mechanism makes it impractical for real-world di-
agnostic tasks. One way to overcome this disadvantage 
is to focus the diagnosis on a reduced diagnostic space. 
In this regard this paper makes two contributions which 
are the theoretical improvement of critical diagnosis 
reasoning and the efficient implementation of critical 
diagnosis reasoning. Firstly, we propose an improved 
critical diagnosis reasoning method based on the crit-
ical reasoning method proposed by Raiman, de Kleer 
and Saraswat. This improved method focuses the diag-
nosis on finding out the kernel diagnoses instead of the 
whole diagnoses. We give an updated definition of crit-
ical cover which we call "critical partition". The con-
ditions satisfied by critical partition are more relaxed 
than the conditions for critical cover, which makes the 
chances of finding the critical partition higher than 
the chances of finding the critical cover. Secondly, we 
present a diagnostic reasoning model called DRMCA 
to implement the improved critical reasoning method. 
The architecture, knowledge representation, and algo-
rithms of DRMCA are described. A non-backtracking 
algorithm is used to discover the diagnoses instead of 
the backtracking algorithm in IMPLODE which was 
proposed in [5). The efficiency of DRMCA is im-
proved because of both the reduced diagnosis space and 
the non-backtracking algorithm. Comparisons between 
DRMCA and IMPLODE are also given to show the 
improvements of the algorithm DRMCA. 

1 Introduction 

Given a set of manifestations (observations), the di-
agnostic task is to find out what is wrong with a cer-
tain device based on the manifestations and on the 
knowledge about the device. For model-based diagno-
sis mechanism, the diagnosis systems perform diagnos-
tic tasks by using the fundamental domain knowledge 
about how components are structured and how they 
normally work. The knowledge is acquired from the 
first principles of domains, and is often called deep 
knowledge or deep models. By taking into account the 
difference between the behavior expected by the mod-
els and the real behavior observed, model-based diag-
nosis systems can isolate the. faulty components that 
explain the abnormal behavior being observed. 

It has been widely realized that the computational 
complexity of model-based diagnosis makes the mech-
anism impractical to use for real-world diagnostic tasks. 
The main reason for the computational complexity 
is the potential combinational explosions of the en-
vironment space, the conflict space, and the diagnosis 
space which are calculated during diagnosis. The time 
needed to calculate all the potential environments, 
conflicts, and diagnoses is exponential in the size of 

the device. Many efforts have been made to reduce the 
computational complexity [1,2,3,4,5], amongst which, 
focusing the diagnostic reasoning on a reduced diag-
nosis space shows promise. The critical reasoning ar-
chitecture IMPLODE proposed by Raiman, de Kleer 
and Saraswat [5] is such a method. This method uses 
a sensitivity analysis of assumptions to assign a crit-
ical level to assumptions. With the criticality, IM-
PLODE represents the environments, conflicts, and 
diagnoses with critical environments, critical conflicts, 
and critical diagnoses respectively, and performs di-
agnostic tasks through finding out the critical diag-
noses. The efficiency of the diagnosis is dramatically 
improved because the set of critical diagnoses is a sub-
set of the whole diagnosis space. 

However, there still exist some limitations in IM-
PLODE. First, the conditions satisfied by critical cov-
ers that will guarantee the consistency of the critical 
reasoning is somewhat higher, and the critical covers 
do not always exist. Second, IMPLODE performs crit-
ical reasoning using a backtracking algorithm. When 
critical covers do not exist, IMPLODE can not find the 
critical covers even after much backtracking. In this 
case, the diagnosis results obtained by IMPLODE are 
not critical ones, and they can also be found by other 
non-critical reasoning algorithms. However the effi-
ciency of IMPLODE may be lower than that of non-
critical algorithms due to the backtracking. 

In this paper, we propose an updated definition of 
critical cover, which we call critical partition. The 
conditions satisfied by critical partition are relaxed 
compared with the conditions for critical cover. We 
prove that critical reasoning based on critical parti-
tion is consistent. A diagnostic reasoning model which 
is called DRMCA (Diagnostic Reasoning Model based 
on the Criticality of Assumptions) and is used to im-
plement the improved critical reasoning is also pre-
sented here. The Assumption-based Truth Mainte-
nance Systems (ATMS) proposed by de Kleer (10] is 
the most popular way used to solve various diagnos-
tic problems. As we already know, the ATMS calcu-
lates all the diagnoses for a given set of observations. 
The performance deteriorates because the desired set 
of diagnoses is generally exponentially large. In the 
model DRMCA, firstly, ATMS is extended to perform 
a critical diagnosis reasoning. The kernel diagnoses are 
calculated instead of the whole diagnoses. Secondly, 
a non-backtracking algorithm called SCP (Searching 
Critical Partition) is used to find out the critical par-
tition instead of the backtracking algorithm used in 
IMPLODE. The efficiency of the diagnosis model is 
improved because of the reduced diagnosis space and 
the non-backtracking algorithm. 

The paper is organized as follows. In Section 2, 
we give a brief review of the critical reasoning method 
proposed by Raiman et al. In Section 3, we define the 
critical partition, and prove that the critical reasoning 
based on the critical partition is consistent. In Sec-
tion 4, we describe the diagnosis model DRMCA. In 
Section 5, some examples are given which demonstrate 
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the improved method and efficiency of the method pro-
posed in Sections 3 and 4. Finally, Section 6 gives the 
conclusion to this paper. 

is consistent. 
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2 Critical Reasoning- A Review Definition 1 (Critical Cover) : {Sb ... ,Sk} is a 
critical cover relative to S, S ~ A, Si~ S, i=1, ... , 
k, if the following conditions are satisfied by S· i=1 For model-based diagnosis reasoning, 'environment', 

'conflict' and 'diagnosis' refer to three different kinds 
of component sets. An environment of a device vari-
able, or say, a general environment, refers to a set of 
components. The components in the 'environment' 
work normally, and together with the observations 
imply or explain a value for the variable. 'Conflict; 
refers to a set of components which cannot work nor-
mally and simultaneously. 'Diagnosis' refers to a set 
of components which are faulty simultaneously. The 
purpose of model-based diagnosis is to find the diag-
noses which can explain all of the conflicts for a given 
set of observations. 

The conventional diagnosis process includes three 
phases, i.e., prediction, conflict recognition, and diag-
nosis generation. In the prediction phase, the predic-
tions for all the variables of a device are calculated by 
using the observations and deep models. Each pre-
diction consists of a value for a device variable, and 
the environments for explaining the value. In the con-
flict recognition phase, the discrepancies between pre-
dictions and observations are recognized in order to 
construct the set of conflicts. In the diagnosis gener-
ation phase, diagnoses which can explain all the dis-
crepancies are generated. Briefly, for a model-based 
diagnosis, the diagnoses are generated from the con-
flicts, while the conflicts are generated from the gen-
eral environments which explain the current variable 
v~lues. However, for critical diagnosis reasoning, the 
d1agnoses are generated from critical environments in-
stead of general environments. 

Suppose r is a propositional theory over a set of 
literals ~' which describes the 'device to be diagnosed 
and the observation data; n designates a literal which 
is an atom or its negation; e(n) is the environment set 
of n; and A stands for the set of assumptions (gen-
erally, the assumptions refer to the components in a 
dev~ce). Then the critical environment of n is defined 
as S(n) = n{E I E E e(n), E ~ S}, s ~ A, and 
the critical abstraction of the theory r relative to s 
is defined as S(f) = rU{S(n) ~ n 1 nE ~U{l.}}, 
where '~' refers to implication, and '.l' refers to a 
contradiction. 

The critical diagnosis reasoning based on r is equiv-
alent to the non-critical diagnosis reasoning (such as in 
Reiter's theory [7J and de ~leer and Williams's method 
[1, 8]) based on S(f). If S(f) is inconsistent, the crit-
ical reasoning based on r will result in contradictions. 

Raiman, de Kleer and Saraswat [5] have proved 
that S(f) is consistent if and only if S(.l) f- {}. 
Further, they proved that, if there is a critical cover 
{S1, .. . , Sk} relative to a subsetS of A, Si ~ S, i=l, 
... , k, then 
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... , k, 

(1) 'Vi, .5\(.l) =1- {}; 

(2) 'VC ~ S, ~i (C is a conflict and subsumed by 
si(.l)); 

(3) 'Vsi(.l), si(.l) ncu7=1 sj) = u. 
#i 

Definition 2 (Diagnosis) : A diagnosis of r is a 
set~'~~ A, which makes fU{al a E ~}U{b I 
b E A - ~} consistent, where the a indicates that the 
component a is faulty. 

Definition 3 (Critical Diagnosis) : A critical di-
agnosis of r relative to s is a set ~' ~ ~ s, such 
that 

(I) ~ is a diagnosis of S(f); 

(2) not (~~1 , ~~ C ~'~~is a diagnosis of S(f)). 

Reiter has proved that ~ is a diagnosis of r rela-
tive to S if and only if ~ is a minimal hitting set of 
all conflicts inS [6]. For each element a E S(.l), since 
a can hit every conflict in $ and {a} is a minimal set, 
then {a} is a diagnosis of S(f). Further, according to 
Definition 3, {a} is a critical diagnosis of r relative 
~o S. ~t- is not difficult to prove that, if {81 , ... , Sk} 
1s a cntlcal cover, and ~i = { ai} is a critical diagno-
sis of r relative to si, ai E Bi(.l), i=l, . . . , k, then 
~ = ~1 u ... u ~k is a diagnosis of r. 

Briefly, for rand A, if a critical cover { S1, ... , Sk} 
e~ists, then from the critical conflict set { .5\ (.l), ... , 
Sk(.l)} relative to the cr~tical cover, the diagnoses of 
r can be obtained from S1 (.l)x, ... , xSk(.l). 

3 Critical Partition and Kernel 

Diagnosis 

In this section we will define a new critical cover which 
we call critical partition, and also define the concept 
of kernel diagnosis. Then we prove that the critical 
reasoning based on the critical partition through cal-
culating the kernel diagnoses is consistent. defined as 
follows. 
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Definition 4 (Critical Partition) : {S1, ... , Sk} is 
a critical partition relative to S, S ~A, Si~ S, i=1, 
.. . , k, if the following conditions are satisfied by Si, 
i=1, .. . , k, 

(2) VC ~ S, 3i (C is a conflict and subsumed by 

si CJ.)),. 

(3) vsi, si(_t) ~ U~=l si. 
#i 

Condition (3) in Definition 4 tells us that, for each 
' ' k Si(-L), 3a E Si(J..), a</. Ui=' Sj. It can be derived that 

#i 
Condition (3) in Definition 1 becomes a special case of 
Condition (3) in Definition 4, because the condition in 
Definition 1 is equivalent to Va E S;(J..), a</. U~=' Sj. 

#i 
This can be illustrated clearly using Figure 1 where 
U = U~=' Si and I =Si(J.). Condition (3) in Def-

#i 
inition 4 can be illustrated as either Figure1-(1) or 
Figure-(2), while Condition (3) in Definition 1 only 
can be illustrated as Figure1-(1). From the illustra-
tion, we can see that, Condition (3) in Definition 4 is 
weaker than Condition (3) in Definition 1. This makes 
the chances of finding out the critical partition higher 
than the chances of finding out the critical cover. But 
the critical partition suffers from the same problem as 
the critical cover because both cannot guarantee that, 
for each Sj, there is at least one conflict C ~ Sj, 
cn(U~=' Si(_t)) = {}. That is, there may be an 

#i 
Si in a critical partition, for all conflicts C ~ Si> 
cncuL Si(..L)) =I{}. In such a case, for all conflicts 

i#-j 
C ~ Sj, C must be hit by some element in U~=' Si(-L) . 

i#-j 
Therefore, 6. = 6.1 U ... U 6.k cannot be guaranteed 
to be a minimal hitting set, and the consistency of 
r U{a\ a E 6.} U{b I b E A - 6.} cannot be guaran-
teed. In order to carry out critical reasoning based 
on critical partition consistently, the non-minimal hit-
ting sets in S\(-L)x, ... , xSk(_t) should be discarded. 
Then the remaining sets in S1(..L)x, ... , xSk(l.) can 
be guaranteed to be the diagnoses of r' which guaran-
tees the consistency of critical reasoning based on the 
critical partition. 

Below, we define the concepts of kernel environ-
ments and kernel conflicts. Through calculating the 
kernel environments and kernel conflicts, we can ob-
tain a subset of minimal hitting sets from S1 (J.) X, ... , 
X Sk(_L) . 

Definition 5 (Kernel Environment and Conflict) 
Suppose {Sb . .. , Sk} is a critical partition relative to 
S, for n E <I>, {S1 (n), ... , Sk(n)} is the critical envi-
ronment set of n, then the kernel environment Si(n) 
of n is defined as: 

(1) (2) 
Figure 1 The relationship between Si(J.) and U~=' Sj 

#i 

Si(n) ={a I a E Si(n), a</. U~=' Si} 
- #i 
correspondingly, Si(l.) is the kernel conflict for Si, 
i=1, .. . , k. 

Theorem 1 : Suppose { S1 , ... , Sk} is a critical par-
tition relative to S, then, VA E S1(-L)x, . .. , xSk(..L), 
6. is a minimal hitting set that hits all the conflicts 
subsumed by S. 

Proof: 
1. 6. is a hitting set to S. 
Va E Si(_L), a hits all conflicts in si. Accord-
ing to condition (2) in Definition 4, for any con-
flict C subsumed by S, C must be subsumed by 
some si. Therefore, V6. E Sl(..L)x, ... ,xsk(J.), 6. 
hits all conflicts inS. Because S1(-L)x, ... , xSk(l.) 
is a subset of S1(J.)x, ... , xSk(l.), VA E 
S1 (J.)x, ... , xSk(..L), 6. hits all conflicts subsumed 
by s. 

2. 6. is minimal. 
Assume that A is not minimal, then there must be 
at least one ai E 6., ai E S';(J.) , let 6.' =A- {ai}, 
6.' can hit every conflict in S. On the other hand, 
since 6. E S1(J.)x, ... , xSk(..L), Va E 6.', a E Sj(-L), 
for some j~ =I i. And according to the de:tiilltion 
of kernel conflict, Va E Sj(-L), a E Sj(..L) and 
a</. Si, i =I j. Therefore, 6.' cannot hit the conflicts 
subsumed by si, i.e., A' cannot hit every conflict in 
s. 
From the contradiction, we can see that 6. is 
minimal. D 

According to Theorem 1 and Reiter's theory [6), V 6. E 
Sl(J.)x, ... , xSk(-L), A is a diagnosis of r relative 
to S. Therefor~ by searching a critical partition and 
calculating the kernel conflicts, we can obtain the di-
agnoses of r. Briefly, for r and A, if a critical parti-
tion {S1 , .. . , Sk} exists, from the kernel conflict set 
{ sl ( ..L)' ... ' sk ( 1.)} relative to the critical partition, 
the diagnoses of r Can be obtained from S1 ( J.) X, ... , X 

Sk(-L). The cost of searching a critical partition is 
lower than that of searching a critical cover, because 
the conditions of critical partition are weaker than 
that of critical cover. critical partition and to 
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Figure 2 The architecture of DRMCA 

4 Diagnostic Reasoning Model -
DRMCA 

Diagnosis is a typical abductive problem. Abduction 
is the process of inferring certain hypothetical state-
ments that explain some phenomena or observations. 
These hypothetical statements are often called expla-
nations. The basic requirement to the explanations 
is that the belief in the explanations should be suf-
ficient to induce belief in the observations. For this 
reason, the abductive reasoning system must be able 
to test the epistemic state of an agent after it hypo-
thetically adopts a potential explanation, or to test 
the knowledge base ·once it is revised to incorporate 
the explanation. Therefore, we can see that belief re-
vision is involved in abductive reasoning. In the di-
agnostic reasoning model DRMCA, the ATMS[9, 10], 
a powerful belief revision technique is extended to re-
vise the epistemic state of the reasoning system. In 
the following subsections, the architecture, knowledge 
representation and algorithms of DRMCA will be de-
scribed. 

4.1 Architecture 
Figure 2 illustrates the architecture of DRMCA, which 
consists of a domain dependent Reasoner, a domain in-
dependent Belief Reviser, a knowledge base KB, and 
a data base DB. During the reasoning, the KB and 
DB constitute the current belief set. The task of the 
Reasoner is to communicate with users. It gets the ob-
servations from users, and transmits the observations 
one by one to the Belief Reviser which will give expla-
nations to these observations. After the Belief Reviser 
gets an observation, it firstly calculates the explana-
tion for the observation, then, incorporates the expla-
nation into the current belief set. It finally, checks 
the updated belief set and removes contradictions for 
maintaining a consistent belief set. KB consists of 
all the structural and behavioral knowledge about the 
device which is to be diagnosed. This is the static 
knowledge. DB consists of the observations and the 
current explanations to the observations. This is the 
dynamic knowledge. 
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Figure 3 The circuit used in [5] 

4.2 Knowledge Representation 
The KB in the belief set consists of implication rules 
which are first order Horn prepositional sentences. For 
the circuit in Figure 3 used by Raiman [5], some of the 
implication rules are as follows, where OK(B1) means 
B1 works normally, and i 1 = 1 means the value of i1 
is 1. 
i1 = 1 1\ OK(B1) -t bt = 1 
it = 0 1\ OK(B1) -t b1 = 0 
i2 = 1/\ OK(B3) -t b3 = 1 
i2 = 0 1\ OK(B3) -t b3 = 0 
bt = 1/\ OK(B2) -t b2 = 1 
b1 = 0 1\ OK(B2) -t b2 = 0 
b3 = 1/\ OK(B4) ---+ b4 = 1 
b3 = 0 1\ OK(B4) ---+ b4 = 0 
b2 = 11\0K(OR) -tor= 1 
b4 = 1 1\ OK( OR) ---+ or = 1 
b2 = 01\ b4 = 01\ OK(OR) -tor= 0 
or= 1/\ OK( C) ---+ c = 0 
or = 0 1\ 0 K (C) -+ c = 1 

Suppose S(n) = n{E I E E e(n), E ~ S} is 
the critical environment for n, then the corresponding 
base environment of n is defined as B(n) = U{E I 
E E e-(n), E ~ S}. The DB in the belief set is 
a set of nodes. Each node is described as a triple 
(n,CE,BE) which is denoted by NODE(n), where 
CE is the set of critical environments of n, and BE 
is the set of base environments of n. For example, 
{i1 = 1,0K(B1), OK(B2), 
OK(OR)} and {i2 = 1, OK(B3), OK(B4), OK( OR)} 
are two normal environments of or= 1, then NODE( or 
= 1) =(or= 1, {{OK( OR)}}, {{it= 1, i 2 = 1, OK(Bl), 
OK(B2),0K(B3), OK(B4), OK(OR)}}). The ob-
servations are also represented as nodes. For example, 
(i1 = 0, {}, {}) is the node for observation i 1 = 0. 

4.3 Algorithms 
For each variable in a device, the basic ATMS algo-
rithm calculates a consistent environment set called a 
label, and builds a node to represent the label. As-
sume that Pn, ... , Pin, --t P is a justification with 
P being its conclusion, i = 1, ... , N, and Lil, ... , Lin, 
being the current labels of Pi1 , ... , Pin; respectively, 
then the calculation of using ATMS for obtaining the 
new label of P includes the following steps. 

1. Calculate the environments of P with the justi-
fication Pil, ... , Pin; --t P: 
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L; ={xI X= u;~llik, lik E Lid· 

2. Calculate all the environments of P : L = U~1 L;. 

3. If P is a contradiction, then all environments 
in L are conflicts and should be discarded from 
other nodes. 

4. If P is not a contradiction, then the labels of the 
nodes which are implicated by P are updated. 

In the model DRMCA, ATMS is extended to per-
form a critical diagnosis reasoning, i.e., to calculate 
and maintain a consistent set of kernel environments 
for each variable. In this section, we will introduce 
DRMCA algorithms which describe the reasoning pro-
cess of Reasoner and Belief Reviser. 

( 1). Reasoner Algorithm 
The algorithm REASONER describes the reasoning 
process of Reasoner. Suppose OBS is the set of obser-
vations, NODE(..L)=(..L, {P1, ... , Pn}, {S1, ... , Sn} ), then 
the diagnoses for OBS can be obtained by P1 x ... x Pn 
in step 7 below. 

REASONER(OBS) 

1. If OBS={}, go to 7. 

2. For all obs in OBS, create a node NODE(obs)=(obs, 
{}, {}) in DB. 

3. Create NODE(..L)=(_l, {}, {}) in DB. 

4. Take an element obs from OBS, OBS=OBS \{obs}. 

5. Call REVISION(obs) to calculate the critical en-
vironments for obs. 

6. If OBS¥ {},go to 4. 

7. Calculate diagnoses for OBS from node NODE(..L). 

(2). Belief Reviser Algorithms 
As discussed above, the task of the Belief Reviser is to 
calculate and maintain a consistent set of critical envi-
ronments which stored in DB for each literal in <I>. The 
DB is updated incrementally through creating new 
nodes and revising existing nodes. Four algorithms, 
REVISION, KE, PROP and SCP are used to describe 
the reasoning processes to perform the task. Suppose 
PS(n) = {ps1, ... ,psN}, Vps; E PS(n), i = l, ... ,N, 
ps; is an implication rule with n being its conclusion, 
i.e., psi = Pil 1\ ... /\Pin; ---+ n. A stands for the 
assumption set. The algorithms are given as follows. 

• Algorithm REVISION 
Algorithm REVISION(n) describes the process 
of calculating the critical environments of n with 
all the implication rules in PS(n). 
REVISION(n) 

1. If n is an observation, NODE(n)¥ (n, { ..l }, {} ), 
and PS(n) = {},then go to 6. 

2. If n is an assumption and NODE(n) is not 
in DB, then create anew node NODE(n)=(n, 
{{n}}, {})in DB, return. 

3. Vpsi E PS(n), i = 1, ... , N, call algorithm 
KE(psi) to calculate the kernel environment 
set C Ei and the base environment set B Ei 
for n with rule psi. 

4. Call algorithm SCP(CE', BE') to calculate 
the kernel environment set C E and the base 
environment set BE of n with all rules in 
PS(n), where CE' = (CE1 U .. . UCEN)\ 
{_L}, BE'= (BEIU- .. UBEN)\{..L} and 
(CE,BE) = SCP(CE',BE'). 

5. CreateorupdatenodeNODE(n) with (n,CE, 
BE). 

6. Assume current NODE(..L) = (..L, CE(_L), 
BE(..L)), if there are two nodes NODE(n1) = 
(n1, CE(n1), BE(n1)) and NODE(n2) = (n2, 
CE(n2), BE(n2)) with n1 contradicting n2, 
then calculate (CE'(_L),BE'(..L)) = 
SCP(CE(l.) U CE(nl) U CE(n2), BE(..L) U 
BE(nr) U BE(n2)), and update NODE(_L), 
NODE(n1 ) and NODE(n2) with (1., CE'(..L), 
BE' (1_)), (n1, {1. }, {})and (n2, { l_ }, {})re-
spectively. 

7. Discard the conflicts in C E ( l.) from the 
CE in other nodes. 

8. If NODE(n):i (n, {1.}, {}), call PROP(n) 
to revise the environments of the literals 
which are implicated by n. 

9. Return. 

• Algorithm KE 
The algorithm KE describes the process of calcu-
lating the kernel environments for a literal n only 
with one implication rule Pl 1\ ... 1\ Pm ---+ n. 

KE(pl 1\ ... /\Pm ---+ n) 

1. Fori = 1, ... , m, if NODE(pi) is not in DB, 
call REVISION(pi) to create NODE(pi). 

2. Assume NODE(pi)=(p;, CEi, BEi), i = 1, 
... ,m,calculateCE' ={X I X= u~~~Xk, 
Xk E CEk} and BE'= {Y I y = uz~~ Yk, 
Yk E BEk}. 

3. Call SCP to calculate (CE, BE) =SCP(CE', BE'). 
4. Return (CE, BE). 

In fact, KE performs the task of the basic ATMS 
algorithm. The extension to the basic ATMS al-
gorithm is the addition of critical reasoning in 
step 3 above. The tasks of step 4 and step 5 
in the basic ATMS algorithm are performed by 
step 7 and step 8 in the algorithm REVISION 
respectively. 
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• Algorithm PROP 
The algorithm PROP(n) describes the process of 
propagating the environments of n to the liter-
als which are implicated by n. Suppose CS(n) = 
{cs1, ... ,csM}, Vcs; E CS(n), i = 1, .. . ,M, cs; 
is an implication rule with n being a premise con-
dition of the rule, i.e., cs; = .. . f\ n 1\ ... --+ ni. 

PROP(n) 

1. If CS(n) = {}, return. 
2. Vcsi E CS(n), call REVISION(n;), ni is 

the conclusion of csi. 
3. Return. 

• Algorithm SCP 
Algorithm SCP describes the process of calculat-
ing the kernel environments and corresponding 
base environments for some literal in <I>, with all 
the rules which imply the literal. If the literal is 
_i, then the base environments in the node form 
a critical partition. Therefore, SCP is considered 
to find out the critical partition for a diagnostic 
reasoning problem. 

It has been mentioned that critical covers do 
not always exist, and the case is the same for 
critical partitions. When critical partitions do 
not exist, and a backtracking algorithm is used 
to search the critical partitions (like the back-
tracking algorithm for IMPLODE), the backtrack-
ing cost can be wasteful. In order to avoid such 
waste, we use the non-backtracking algorithm 
SCP to search critical partitions. 

SCP has three input parameters, i.e., the 
current kernel environment set CE, the current 
base environment set BE, and the current de-
gree of each assumption in A. Suppose CE = 
{A1 , ... , Am}, the task of SCP is to segment CE 
into several parts; then, from each part, to get 
a critical environment by intersecting the envi-
ronments in the part; finally, from each critical 
environment, to get a kernel environment. 

Suppose the assumption set is A = { a1, ... , anA}; 
an environment set is L = { E 1 , ..• , Em}, Ej ~ 
A, j = 1, ... , m; Va; E A, i = 1, ... , nA, the de-
gree of ai relative to L denoted as PL(a;) is the 
number of environments which contain a;. The 
base element of L is defined as such an element 
which exists in each Ei in L. For example, A= 
{a, b, c, d, e} and L ={{a, b, e}, {a, c}, {a, b, d, e}}, 
the degrees of elements a and b are 3 and 2 re-
spectively. a is a base element of L. To segment 
CE properly is a crucial task for SCP. Here, the 
task is performed by using the base elements of 
CE, which are selected according to the current 
degree of assumption elements. 

Assume a E A is the current selected base 
element, according to a, CE can be divided into 
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two subsets C Ea and C E', and a is a base el-
ement of CEa. Because of the base element, 
the intersection set of all environments in C Ea 
must not be empty. Therefore, a critical envi-
ronment can be obtained through intersecting 
the environments in C Ea. Furthermore, from 
the critical environment, a kernel environment 
can be obtained through discarding the elements 
whose degrees are changed to be lower than their 
primary degrees (this will be discussed below). 
Then, SCP is used repeatedly to divide CE' un-
til C E' becomes empty. 

The selection of base elements is based on the 
following two heuristic considerations. 

1. PcE(a) indicates the number of environ-
ments in C E that contain the element a. 
The bigger the PCE(a) is, the more the en-
vironments in CE are hit by a. If CEa con-
tains more environments, then, the further 
division of C E' would result in fewer sub-
sets, which would make the reasoning focus 
on fewer diagnoses. Therefore, the element 
with a higher degree should be preferably 
selected as a base element. 

2. After a division, if there is an element bin 
some environments of C E' whose degree is 
changed to be lower than its primary one, 
then the element b must be contained in 
some environments in C Ea. From the defi-
nition of the kernel environment, we can see 
that, if b is contained in some environments 
in C E' and in C Ea simultaneously, then it 
is impossible that b is an element of a ker-
nel environment in C E'. So the more such 
elements are in C E', the smaller the pos-
sibility that there are kernel environments 
in C E' . Therefore, the element that is un-
likely to exist in C E' and in C Ea simulta-
neously should preferably be selected as a 
base element. 

In DRMCA, an environment is represented 
as a vector with its component values being 1 or 

. - T 0. For environment E ~ A, E = [e1, ... , en A] , 
where 

For the environment set L, the corresponding 
environment matrix is !R = [E1 , ... , E:,jT, then, 
C = !RT 18! !R = (c;j)nA xnA is called the interac-
tion matrix of L. The operator 18! is defined as : 
Suppose A= (aij)mxn, B = (bij)nxp, then 
D = A®B = (dij)mxp, dii = ailbljEB· . . EBainbni 
where the operator EB is defined as: 
1 EB 1 =1 EB 0=0 EB 1=1 
0 EB 0=0 

It can be found that, Cij=1 indicates that 
elements a; and ai are in some environments si-
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multaneously; C;j=O indicates that a; and ai are 
not in any environment simultaneously. If C;j=l, 
then a; interacts on ai. According to the heuris-
tic principles mentioned above, for each element 
a; in A, the possibility for ai to be a base ele-
ment of L denoted as W(a;) is calculated as : 
W(a;) = a1U1 (a;)+ a2U2(a;), where 01 + 02 = 
1 U (a·)- pL(a;) U ( ·) - Ej,:.1 (l-c;;) U (a·) 

' 1 l - m ' 2 a, - nA . 1 t 

estimates the possibility from the degree of a;; 
U2(ai) estimates the possibility from the interac-
tion hetween a; and other elements. The element 
am with W(am) = maxa, {W(a;)} is selected as 
the base element to divide {E1 , ... , Em}-

The algorithm SCP is given as follows, where 
p0 refers to the primary degrees (i.e., the de-
grees which exist when SCP is called in step 3 
in REVISION(n)). 

SCP (CE, BE, p0 ) 

1. V a; E A, calculate the current degree PcE(a;). 
2. Selecting a base element am with W(am) = 

maxa, {W(ai)}. 
3. Divide CE into two subsets CEam. = {ceir, 

... ,cej,.} and CE' = CE\CEa"'' am is the 
base element of C Ea"'. Correspondingly, 
BE is also divided into two subsets BEa,.,. 
and BE'. BEa., = {beiu ... , bej,.} and 
BE'= BE\BEa.,.· 

4. Obtain a critical environment Ce and a cor-
responding base environment be through in-
tersecting all environments in C Ea m and 
joining all environments in BEa"', i.e., 
Ce = Ceir n ... n Cej,., be = beir U ... U bej,. . 

5. Obtain a kernel environment ke from Ce and 
update corresponding base environment be. 
ke = {a I a E Ce,P0 (a) = PCE(a)}, be = 
be U(ce \ke)-

6. If ke is empty, then, ke = {a I a E Ce, p0 (a)-
PcE(a) = mina, EA {p0 (a;)-PcE(a;)} }, be = 
be U( Ce \ke)· 

7. KE = {ke}, BE= {be}· 
8. IfCE' i- {},then(KE,BE) = (KE,BE)U 

SCP(CE',BE' ,p0 ), otherwise, return (KE, 
BE). 

In step 8, assume (KE', BE')= SCP(CE', BE',p0 ), 
then (KE, BE) U SCP(CE', BE',p0 ) is equal to (KEU 
KE',BEUBE'). 

5 Comparisons and Examples 
In this section, we make comparisons between DRMCA 
and IMPLODE to demonstrate the improvements of 
DRMCA. The improvements are embodied in two as-
pects. One is the weak requirement of critical par-
tition, which makes the chance of finding out criti-
cal partitions higher than that of finding out critical 

covers. The other is the non-backtracking algorithms 
used by DRMCA, which can avoid the time cost due 
to useless backtracking. 

5.1 Weak Requirement of Critical Par-
tition 

The relationship between U~=l Sj and S;(.l) for criti-
#i 

cal cover and critical partition is illustrated in Figure 
1. Obviously, critical cover is a special case of critical 
partition which indicates that the critical partition is 
more general than critical cover. The possibility to 
find out the critical partition is higher than that of 
finding out critical covers. 

5.2 Non-backtracking Algorithm 
For IMPLODE, the propositional theory rand the en-
vironments of literals in <)> are represented as clauses. 
All the clauses are classified into two parts, active 
clauses and inactive clauses. IMPLODE takes r as in-
put and produces new clauses through applying three 
rules, i.e., IMPLOSION, RESOLUTION and EXPLO-
SION, to current active clauses. As we already know, 
critical environments are produced thr~ugh intersect-
ing normal environments. For a node, if there are more 
than two environments, IMPLODE chooses two envi-
ronments at random and intersects them to generate 
a new environment, i.e., a new active clause. Once an 
active clause does not satisfy the conditions of critical 
cover, it will be inactivated and become an inactive 
clause. These inactivated clauses may reactivate some 
other inactive clauses which had been inactivated by 
the inactivated clauses before. The reactivation means 
some previous reasoning results are withdrawn and the 
reasoning is back to some previous stage. 

For DRMCA, the critical environments are calcu-
lated by algorithm SCP which performs the environ-
ment intersection. From the description of algorithm 
SCP, we can see that the environments are intersected 
in terms of a certain order which is determined ac-
cording to current element degrees and element inter-
action. Once some environments are intersected, the 
intersection will not be withdrawn, which means no 
backtracking in SCP. 

From the following examples, the two features can 
be showdn clearly. 

5.3 Examples 
• Case 1: the critical partition exists but 

the critical cover doesn't. 
Suppose r = {al\b -t m,al\c -t m,bl\d -t 
m, m}, S = {a,b,c,d}. 
The environment set of m is { {a, b}, {a, c}, {b, d} }. 
Below, we use IMPLODE and DRMCA to find 
out the critical cover and critical partition of 
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{{a,b}, {a,c}, {b,d}} respectively. 
(1) IMPLODE 
Two critical environments of m can be obtained 
by using the IMPLOSION rule to intersect en-
vironments {a,b} and {a,c} : 81(m) = {a}, 
82(m) = {b,d}, correspondingly, 81 = {a,b,c}, 
82 = {b,d}. Further, with m, two critical con-
flicts are obtained: 8t(.l.) ={a}, 82(.1.) = {b,d}. 
Because 82 (.1.) n81 =J {}, {81,82} isn't a crit-
ical cover. Therefore, the intersection of {a, b} 
and {a, c} should be cancelled, and the reason-
ing backtracks. After another intersection and 
backtracking, it again fails to find out a critical 
cover. Three minimal conflicts, {{a,b}, {a,c}, 
{b, d}} are obtained, which also can be obtained 
with non-critical reasoning methods. The prod-
uct computation {a, b} x {a, c} x {b, d} has to 
be done to get the candidate diagnoses {a, a, b}, 
{a,a,d}, {a,c,b}, {a,c,d}, {b, 
a, b }, {b, a, d}, {b, c, b}, {b, c, d}, from which, three 
minimal diagnoses {a, b}, {a, d}, and {b, c} (after 
eliminating the repeat elements) are obtained as 
the final diagnosis results. 
(2) DRMCA 
p0 (a) = p0 (b) = 2, p0 (c) = p0 (d) = 1, E = 
{{a,b},{a,c},{b,d}}. Suppose a1 = a2 = 0.5, 
we get W(a) = W(b)=0.46, W(c) = W(d)=0.4. 
Assume that a is selected as a base element to 
divide {{a,b},{a,c},{b,d}}, then we get Ea= 
{{a,b},{a,c}}, E' = {{b,d}}. A critical envi-
ronment {a} is obtained through intersecting the 
environments in Ea. Since PE(a) = p0 (a), {a} is 
a kernel environment. Further, from E', another 
critical environment {b, d} is obtained. The cor-
responding base environments 81 = {a, b, c} and 
82 = {b, d} form a critical partition. Since PE• (b) = 
1 < p0 (b), PE·(d) = p0 (d), so {d} is obtained as 
a kernel environment. Finally, from the kernel 
environments, i.e. {a} and {d}, a minimal diag-
nosis {a, d} is obtained. 

From the example, we can see that, for 
DRMCA, one critical partition is found and no 
backtracking is needed. But for IMPLODE, af-
ter twice backtracking, no critical cover is found. 

• Case 2 : both critical cover and critical 
partition exist. 
The example in [5] is used here to test IMPLODE 
and DRMCA. 
(1) IMPLODE 
For the circuit in Figure 3, some of the clauses 
in r are listed as follows. 

({i1 = 1,b1 = 1},{0K(B1)},{}) (1) 

({i1 =O,b1 =0},{0K(B1)},{}) (2) 
({b1 == 1,b2 = 1},{0K(B2)},{}) (3) 
({or=O,c==1},{0K(C)},{}) (4) 
({or=1,c=O},{OK(C)},{}) {5) 
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Figure 4 Part of the reasoning process in IMPLODE 

Suppose the observations are it = 1, i2 = 1, c = 
1 and b2 = 0, which are represented as follows. 

({il = 1},{},{}) 

( { i2 == 1}' {}' {}) 
({c= 1},{},{}) 
( {b2 = 0}, {}, {}) 

(6) 

(7) 

(8) 
(9) 

By using the RESOLUTION rule repeatedly, the 
following clauses are produced. 

({b1 = 1}, {OK(B1)}, {}) (10) 

({b2 = 1},{0K(B1),0K(B2)},{}) (11) 
({or= 1}, {OK( OR), OK(B1), OK(B2)}, {}) 

(12) 
({b3 = 1}, {OK(B3)}, {}) (13) 

({b4 = 1},{0K(B3),0K(B4)},{}) (14) 
({or= 1}, {OK( OR), OK(B3),0K(B4)}, {}) 

(15) 
From clauses (12) and (15), clause (16) is pro-
duced by IMPLOSION rule, and it immediately 
inactivates clauses (12) and (15). After making 
several reasoning steps, the following clauses can 
be obtained. The reasoning process is illustrated 
with Figure 4. The node with' x' in Figure 4 and 
Figure 5 indicates that the clause related to the 
node is an inactivated clause. 
({or= 1}, {OK( OR)}, {OK(B1), DK(B2), DK(BS), DI<(B4)}, {}) 

(16) 
({c = 0}, {OK(OR), DK(C)}, {OK(B1), OK(B2), OK(B3), OK(B4)}) 

(17) 
({l-}, {OK(OR), OK(C)}, {OK(Bl), OK(B2) , OK(B3), OK(B4)}) 

(18) 
({or= 0}, {OK(C)}, {}) (19) 

Further, from clauses (9) and (11), clause (20) is 
produced which makes clauses (16) and (18) in-
activated. The inactivation of clause (16) imme-
diately lets clauses (12) and (15) be reactivated, 
which means the previous reasoning to produce 
clause (16) is withdrawn. Moreover, from the re-
activated clause (15) and clause (19), clause (21) 
is produced. So far, two critical conflicts, (20) 
and (21), are produced from which the diagnoses 
can be obtained. Figure 5 illustrates the further 
reasoning process. 

({.l},{OK(B1),0K(B2)},{}) (20) 
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Figure 5 Part of the reasoning process in IMPLODE 

({.1}, {OK( OR), OK( C), OK(B3), OK(B4)}, {}) 
(21) 

From the discussion above, we can see that there 
is twice backtracking in the reasoning. One is 
the reactivation of (12) and (15) which is used 
to produced clause (21), another one is the re-
activation of (17) which can be used for further 
reasoning. 

(2) DRMCA 
For DRMCA, OBS={ i 1 = 1, i2 = 1, c = 1 , 
b2 = 0}. Suppose the order of processing the 
observations in REASONER(OBS) is i 1 = 1, 
i2 = 1, c = 1 and b2 = 0. After processing 
the observation i 1 = 1, the DB contains the fol-
lowing nodes. 

(il = 1, {}, {}) (22) 

(i2 = 1, {}, {}) (23) 

(c = 1,{}, {}) (24) 

(b2 = 0, {.1}, {}) (25) 

(.1, { {OK(B1), OK(B2)} }, { {OK(B1), OK(B2)}}) 
(26) 

(OK(B1), { {OK(B1)} }, {{OK(B1)} }) (27) 

(b1 = 1,{{0K(B1)}},{{0K(B1)}}) (28) 

(OK(B2), { {OK(B2)} }, {{OK(B2)}}) (29) 

(b2 = 1, {.1}, {}) (30) 

The process of processing i 1 = 1 is illustrated in 
Figure 6. The nodes (25), (26) and (30) are ob-
tained through updating (b2 = 0, {}, {}), ( .1, {}, {}) 
and (b2 = 1, {{OK(B1), OK(B2)} }, {{OK(B1), 
OK(B2)}}) respectively. 

After processing i2 = 1, 8 new nodes are pro-
duced as follows, and nodes (24) and (26) are up-
dated as (c = 1, {.1}, {})and (.1, { {OK(B1), OK 
(B2)}, {OK(B3), OK(B4), OK( OR), OK( C)}} , 
{ {OK(B1), OK(B2)}, {OK(B3), OK(B4), OK 
( 0 R), 0 K (C)}}) respectively. 

(OK(B3), {{OK(B3)}}, { { OK(B3)}) (31) 

REASONER(OBS) 
Create nodes (22). (23), (24), (25) and (26) 
REVISION(il=l) 

PROP(il=l) 
REVISION(bl=l) 

[

(il=l/\ OK(Bl) - bl=l) 
~VISION(OK(Bl)) 

!.. Create node (27) 

return 

Create clause (2 8) 

PROP(bl=l) 

REVISION(b2=1) 
KE(bl=l 1\ OK(B2) - b2=1) 

tREVISION(OK(B2)) 

~ Create node (29) 
return 

Create node (30) 

Update nodes (25), (26) and (30) 
PROP(b2=l) 
~return 

return 

return 

return 

REVISION(i2=1) 

Figure 6 The process of processing i1 = 1 in DRMCA 

(b3 =I, {{OK (B3)}}, {{OK(B3)}) (32) 

(OK(B4), { {OK(B4)} } , {{OK(B4)}}) (33) 

(b4 = I , { {OK(B3) , OK(B4)} }, {{ O K(B3) , OK(B4)}) (34) 

(OK ( OR), {{OK(OR)}} , {{OK(OR)}) (35) 

( o r = I , { {OK(OR), OK(B3), OK(B4)}} , {{OK(OR) , OK(BS), OK(B1)} } ) 
(36) 

(OK(C), {{OK(C)}}, {{DK(C)}}) (37) 

(c = 0, {{OK(OR), OK(C ), OK(B3), OK(B4)} } , {}) ~ (c = 0 , {.1.} , {}) 
(38) 

Because c = 1 and b2 = 0 have been pro-
cessed while processing i 1 = 1 and i2 = 1, the 
processing of c = 1 and b2 = 0 did nothing, and 
the DB remains the same as illustrated above. 
From the two critical conflicts in node (26), the 
final diagnoses are obtained. 

From the discussion above, we can find that 
no backtracking is involved in the reasoning of 
DRMCA. 

• Case 3: both critical cover and critical 
partition do not exist. 
Suppose r = {al\b--+ m,al\c--+ m, bl\c--+ 
m, m}, S = {a,b,c}. 
For IMPLODE, the case is similar to example 
1. After twice backtracking, no critical cover is 
found, and the product {a, b} x {a, c} x { b, c} has 
to be calculated to get the minimal diagnoses. 

For DRMCA, assume a is selected as 
a base element to divide {{a,b} , {a,c},{b,c}}. 
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We then can get two critical environments {a} 
and {b, c}. Since PE( a) = p0 (a), {a} is a ker-
nel environment. Since PE·(b) = PE•(c) = 1 < 
p0 (b) = p0 (c) = 2, {b, c} is also regarded as a 
kernel environment according to step 6 in SCP. 
From {a} x { b, c}, two minimal diagnoses are ob-
tained: {a, b} and {a, c}. 

In this example , {b, c} is not a real ker-
nel environment because PE·(b) = PE•(c) = 1 < 
p0 (b) = p0 (c) = 2. Therefore, the corresponding 
base environment set {{a,b,c}, {b,c}} is not a 
real critical partition. But from the pseudo crit-
ical partition, the kernel environments can be 
obtained. There may be non-minimal diagnoses 
in the product of kernel environments , which 
should be cancelled. In this case, because the 
products(for this example, the product is {a} x 
{b,c}) are much fewer than that of IMPLODE 
(where the product is {a,b} x {a,c} x {b,c}), 
the cancellation is much easier than that of IM-
PLODE. 

Conclusion 

Critical diagnostic reasoning focuses diagnosis on a 
reduced space - a critical diagnosis space - which 
greatly improves the efficiency of diagnostic reasoning. 
A weaker definition of critical cover, which always ex-
ists and guarantees the reasoning is consistent, is still 
expected. But up to now, such a critical cover has not 
been proposed. 

In this paper, we have proposed an updated defi-
nition of critical cover called "critical partition", and 
an algorithm to calculate the critical partition. Even 
though the critical partition cannot be guaranteed to 
always exist for any diagnostic problem, as is the case 
for the critical cover proposed by Raiman, de Kleer 
and Sarawat, the definition of critical partition is weak-
ened. Therefore, for a diagnosis problem which has 
critical partition, the critical cover may not exist. In 
this case, the method proposed here is more efficient 
than Raiman's method, because it finds out the crit-
ical diagnoses without searching the whole diagnosis 
space, while Raiman's method has to search the whole 
space after failing to find the critical cover. 

For the case in which both the critical cover and 
critical partition do not exist, the situation is the same 
as the above case for Raiman's method. But the method 
proposed here will find a pseudo critical partition in-
stead of finding a real critical partition such as in 
case 3 in the example in Section 5.3. Even though 
some non-minimal diagnoses might be generated from 
the pseudo critical partition, the cancellation of the 
non-minimal diagnoses is much easier than that with 
Raiman's method because the pseudo critical partition 
has reduced the candidate space. 

When both critical cover and critical partition ex-
ist, although both methods are able to find critical 
diagnoses, our method is still more efficient because it 
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performs the critical diagnosis without backtracking, 
while Raiman's method requires backtracking. 

In short, the method of finding out the critical par-
tition is more efficient than the method of finding out 
the critical cover because of its weaker definition and 
its non-backtracking algorithm. 

Acknowledgement 

The authors would like to thank the referees for 
their comments. 

References 

[1] de Kleer, J., "Focusing on Probable Diagnoses", 
Proc. of AAAI-91, pp.842-848, 1991. 

[2] de Kleer J. and Williams, B.C., "Diagnosis with 
Behavioral Models", Proc. of IJCAI-89, pp.1324-
1330, 1989. 

[3) Hamscher,W.C., "Modeling Digital Circuit for 
Troubleshooting", Artificial Intelligence, 51, 
pp.223-271, 1991. 

[4] Eshghi K., "A Tractable Class of Abduction Prob-
lems", Proc. of IJCAI-93, 1, pp.3-8, 1993. 

[5] Raiman, 0., de Kleer,J. and Sarawat, V., "Crit-
ical Reasoning", Proc. of IJCAI-93, 1, pp.18-23, 
1993. 

[6] Xu, Y. and Zhang, C., "An Improved Critical 
Diagnosis Reasoning Method", Proc. of the 8th 
IEEE International Conference on Tools with Ar-
tificial Intelligence, Toulouse, France, pp.170-173, 
1996. 

[7] Reiter, R., "A theory of Diagnosis from First 
Principles", Artificial Intelligence, 32, pp.57-95, 
1987. 

[8] de Kleer,J. and Williams,B.C., "Diagnosing Mul-
tiple Faults", Artificial Intelligence, 32 , pp.97-
130, 1987. 

[9] Reiter, R. and de Kleer, J., "Foundations of 
Assumption Based Truth Maintenance Systems: 
Preliminary Report", Proc. of AAAI-87, pp.l83-
188, 1987. 

[10] de Kleer, J., "An Assumption_based TMS", Ar-
tificial Intelligence, 28, pp. 127-162, 1986. 

Volume 6, No.3 



154 

Learning Robot Behaviours by Extracting 
Fuzzy Rules from Demonstrated Actions. 

Koren Ward1
, Alexander Zelinsky and Phillip McKerrow1 

1School oflnformation Technology and Computer Science, 
The University ofWollongong, NSW, Australia, 2522 

2Research School of Information Sciences and Engineering, 
The Australian National University, Canberra, ACT, Australia, 0200 

email: koren@uow.edu.au, Alex.Zelinsky@anu.edu.au, phillip@uow.edu.au 

ABSTRACT 

In this paper we describe a supervised robot learning method which enables a mobile robot to 
acquire the ability to follow walls and negotiate confined spaces by having these behaviours demon-
strated with example actions. We achieve this by demonstrating the desired motion with a remote 
control while accumulating training data from the robot's sensors and teacher's instructions. To 
speed up learning and make the training data more comprehensive, additional training patterns are 
added to the training data by translating the demonstrated exemplars so that training data applica-
ble to locations near the demonstrated paths are also obtained Once sufficient training data is col-
lected, the robot's fuzzy rule base is generated with a fuzzy rule extraction algorithm which is toler-
ant to the noise and uncertainties associated with robot training data. Results of simulated and real 
robot experiments are provided which demonstrate the effectiveness of this approach to robot 
learning. 

1. Introduction 

Programming robots for specific behaviours can take a 
considerable amount of time and effort. Much of this 
difficulty is due to environmental inconsistencies and 
sensor inadequacies which make it hard for a 
programmer to know precisely what information will 
arrive from the sensors at any instant . This usually 
means extensive trial and error experimentation 
involving both simulated and real robots has to be 
performed in order to implement even seemingly 
simple behaviours with no guarantee of a satisfactory 
outcome being achieved. To assist in overcoming this 
inadequacy and reduce the time needed to program a 
robot we are developing methods for programming 
robots via human demonstration. This involves two 
steps: (I) demonstrating the desired behaviour with the 
robot via remote control while collecting training data 
from sensors and commands given, (2) obtaining an 
appropriate control function which fits the training 
data by means of supervised machine learning. 

Previously, back propagation neural networks have 
been used to train mobile robots to navigate environ-
ments via supervised learning [1, 2, 3, 4] however, 
these methods result in only limited success due to the 
following reasons: 

• The architecture of the network is difficult to de-
cide. 

• Long, off-line training times are often required. 
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• Uneven distributions of training exemplars can 
result in some patterns being over learnt and some 
not being learnt enough. 

• Incremental learning may result in previously 
learnt patterns being forgotten unless those pat-
terns are kept in the training data (making it very 
awkward and slow to keep teaching the robot new 
situations). 

• It is difficult to unlearn incorrectly trained re-
sponses without resorting to comprehensive re-
training. 

• Knowledge acquired by robot remains hidden and 
therefore it is not possible to obtain an explana-
tion as to why a specific response was produced at 
any instant. 
By not being interpretable, the acquired knowl-
edge cannot be modified or added to by manually 
editing the acquired knowledge. 

To improve on these shortcomings we are exploring 
the possibility of producing robot behaviours by ex-
tracting fuzzy rules directly from training data. 

A number of techniques for generating fuzzy rules 
directly from data have been reported recently. Gener-
ally, these methods can be classified by the learning 
technique involved, the most common being fuzzy 
neural networks [5], genetic algorithms [6], iterative 
rule extraction methods [7], [8] and direct fuzzy infer-
ence techniques [9]. Although these techniques differ 
greatly in how fuzzy rules are arrived at, they all can 
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be divided into two basic categories: (1) those where 
the fuzzy membership functions are predefined and 
fixed, (2) those where rules and the membership func-
tions are formed so as to fit the training data with the 
minimum required rules. 

Although the use of fixed fuzzy membership func-
tions can allow rules to be generated and accessed 
quickly, they generally require more rules to map the 
input search space and therefore have difficulty where 
the number ofinputs is large, (e.g. 16 in the case of a 
typical sonar sensor ring). Despite this limitation some 
success at teaching a robot wall following via demon-
strated examples has recently been achieved by using 
a Fuzzy Associative Memory (FAM) matrix [10). This 
however, was achieved by reducing the sensor data 
comprised of 16 sonar range readings to just five in-
puts by coarsely grouping the sonar sensors in an 
asymmetric fashion so that the sensor data is reduced 
from 16 sonar range readings to just five inputs. Also, 
the resolution of range readings was further reduced 
by providing only a minimal number of fixed fuzzy 
sets to resolve each input. 

Unfortunately, reducing the input search space in 
this way results in a number of deficiencies: 
• The coarse perception makes it difficult for the 

robot to accurately replicate demonstrated be-
haviours due to an inability to sense environ-
mental details. 

• It greatly increases the likelihood of conflicting 
training exemplars being produced (i.e. same in-
put vector with different output command) which 
can impair learning. 

• The configuration of sensor groupings and struc-
ture of fuzzy membership functions has to be 
manually designed to suit the demonstrated be-
haviour resulting in increased labour and reduced 
versatility of the robot's sensors. 

To avoid these deficiencies we use an iterative rule 
extraction method involving expanding hyperboxes (as 
explained in Section 2) to both deduce fuzzy rules and 
adjust membership functions to fit the training data. 
This results in rules which receive all 16 sonar sensors 
as input and enables the robot's perception to become 
automatically structured around the demonstrated be-
haviour. Our method differs from other iterative rule 
extraction methods involving hyperboxes [11], [8] in 
that we take sensor noise into account as well as the 
possibility of conflicting training patterns occurring 
when forming the fuzzy rules from the training data. 
In addition to this we make the training data more 
comprehensive by translating the demonstrated exem-
plars so that additional training patterns applicable to 
locations near the demonstrated paths are also ob-
tained. Although just using the current state of the 
environment is unlikely to provide the robot with the 
ability to learn long or complex paths through envi-
ronments (as was achieved in [1]), it has been demon-
strated to be adequate for robots to perform simple 
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reactive behaviours like wall following [10] and ob-
stacle avoidance [12). 

In Section 2 of this paper we describe the fuzzy 
rule extraction algorithm used to generate the rule base 
as well as the means by which the training data is ex-
panded to make each demonstrated path more com-
prehensive. In Section 3 we provide results of both 
simulated and real robot experiments. We demonstrate 
the potential of this approach to robot learning by 
showing how effective wall following or navigation 
skills can be produced on a simulated robot (equipped 
with perfect range sensing) with just single demon-
strated paths. Experiments conducted with a real robot 
equipped with 16 sonar sensors showed similar results 
could be achieved by demonstrating each behaviour 
with a limited number of example paths. 

2. Extracting the Fuzzy Rule Base from 
Training Data. 
The fuzzy rule base is obtained from training data by a 
two step process. Firstly, the input vector search space 
is mapped by placing hyperboxes around clusters of 
training data which belong to the same class (i .e . the 
output command). Secondly, hyperboxes are con-
verted into fuzzy rules by representing the dimensions 
of the resulting hyperboxes with fuzzy membership 
functions. 

Because the input vector has 16 dimensions corre-
sponding to each of the robot's sonar sensors (see Fig-
ure 1(a)), each hyperbox is given 16 upper and lower 
limits to specify its dimensions and location within the 
input vector search space as represented by the fol-
lowing structure: 

struct Hyperbox{ 

}; 

int Upper[16]; // Upper bound of hyperbox dimension 
int Lower[16]; //Lower bound ofhyperbox dimension 
int Command; // Hyperbox 's output response (or class) 

A command response is also provided to represent 
what action the robot should take when its sensor data 
falls within the region of the search space enclosed by 
the hyperbox. 

In order to reduce the number of fuzzy rules 
needed to define the robot's behaviours, each hyper-
box is restricted to belonging to one of five trajectory 
commands (which can be seen in Figure 1(b)) as well 
a Spin-Left and Spin-Right commands. All trajectory 
commands cause the robot to negotiate the respective 
trajectory at 0.3 m/s. The Spin-Left or Spin-Right 
commands cause the robot to stop and rotate five de-
grees to the left or right respectively. Thus, for learn-
ing to succeed the robot's rule base has to acquire suf-
ficient rules to appropriately map the input vector 
search space into the seven available commands. 

Volume 6, No.3 



156 

T1L 
(1 .2mRadius} 

(a) 
TO 

(b) 

T1R 
(1.2m Radius) 

Figure 1. (a) Yamabico robot equipped with a 16 sen-
sor sonar ring. (b) Robot's designated trajectory com-
mand responses. 

2.1 Mapping the Input Vector Search Space. 

Many algorithms have been developed for mapping 
training data and deciding which mapped region of the 
search space belongs to what class (e.g. [7, 13, 14] ). 
When hyperboxes are used to map the search space, 
deciding where in hyperspace to put each hyperbox 
and what size to make it becomes largely a matter of 
compromises. Optimally all hyperboxes should be few 
in number and each should enclose clusters of training 
data belonging to the same class. Unfortunately, with 
robot behaviours this objective can be difficult to 
achieve because when fewer hyperboxes are used to 
map the input search space considerable overlapping 
tends to occur between same and different class hy-
perboxes. 

Overlaps between same class hyperboxes has no 
effect on the classification process and therefore can 
be tolerated or even encol!l"aged in order to minimize 
the total number of hyperboxes. However, overlaps 
between different class hyperboxes will result in the 
overlapping region belonging to more than one class. 
To deal with this either the offending hyperboxes have 
to be split in order to prevent such overlaps or a con-
flict resolution strategy must be adopted to resolve any 
input vectors which happen to map to the conflicting 
regions. Disallowing overlaps between different class 

hyperboxes completely may not be a wise option in 
the case of robot controllers because many more hy-
perboxes would be needed to map all the search space. 
To do so could result in the robot's rule base becom-
ing too large which could cause response times be-
coming too slow. 

To minimize the number of conflicting zones and 
keep the amount of empty space within hyperboxes to 
a minimum, we have devised a mapping algorithm that 
gradually expands hyperboxes in a controlled manner 
(see Figure 2). By limiting the expansion distance of 
hyperbox dimensions during each iteration, we effec-
tively reduce the likelihood of different class hyper-
boxes from overlapping by encouraging hyperboxes to 
expand in all dimensions rather than becoming elon-
gated. This occurs because elongated hyperboxes have 
higher probability of penetrating neighbouring hyper-
boxes than hyperboxes with equal sides. To further 
assist in reducing the final rule count, we allow a small 
amount of different class exemplars to become encap-
sulated within hyperboxes. For our experiments typi-
cal misclassification tolerances ranged from 5% for 
simulations up to 200/o for actual robot training. 
Hyperbox Mapping Algorithm: 
Pul a swuziJ bax IU'Ound each exempliu's input vector; 
Lobe/ each bax with its exempliu's class; 
CaU uU of the boxes outside boxes; 
Set ExptmSionDistance to zero; 
While ExpansionDistunce < MaxDistunce{ 

IncreiiSe the ExpansionDistance; 
For each Outside bax { 
For each Other box of same class { 

if the Other box is /n.side the Outside box continue; 
Pul a Temp box IU'ound both boxes; 
Label the Temp box with the same class; 
1/Temp box dimn > Outside box dimn + 

ExptmSionDistunce or 
If the Temporary box classifies the data inco"ectly then 

Delete the Temporary box; 
else{ 

CaU it an outside box; 
eau the two encliJsed boxes inside boxes; 

}end if 
J etulfor 
} etulfor 

}end while 
Delete aU inside boxes; 
Convert remaining outside boxes into fu.zzy rules 

Figure 2. Algorithm for mapping hyperbox around 
training data. 

Although this mapping algorithm can result in a con-
siderable amount of unclassified hyperspace being 
present at the end of the mapping process, this ap-
peared to present no problem with our experiments 
because a default forward response was assumed if no 
rule fired. Also, because some overlapping between 
different class hyperboxes is allowed, we adopt a con-
flict resolution strategy based on the maximum stimu-
lation level of fuzzy rules as the following section 
explains. 
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2.2 Deriving Fuzzy Rules from Hyperboxes. rule fires then a forward command is issued by default 
To convert the hyperboxes into fuzzy rules we simply as this tends to be the most commonly executed rule 
introduce a constant gradient to the bounds of hyper- with most behaviours. If two or more rules fire and 
box dimensions as shown in Figure 3. For both simu- produce the same maximum result, the rule with an 
lated and real robot experiments we found gradients of output command nearest to the previous time step's 
around 1:25 produced smoother operation of the ro- command is chosen because this action has an in-
bot. Thus, in the case where trapezoidal membership creased likelihood of being consistent with the demon-
functions occur, as shown in Figure J(b), the differ- strated actions. If in the case where two (or more) 
ence in range reading between min and max activation rules have the same maximum result and are equally 
levels is 25cm. as near to the previous time step's output command 

1 1 
1 1 

then one is chosen at random. ' 

I n I I 1

1 I I Inside Although the use of the sum operator may not be 
constd~r~d enough to classify fuzzy sets generally (in 

. _ . _ . the optruon of [15]), for our experiments, it proved 
'---"~~,'--------~ , 1 OJtsida sufficient in providing a rough measure of similarity 

I I I 
• 1 Gadlent•1:25 1 between the sensor data appearing at the robot's sonar 

: / \ : : sensors and the training patterns contained within hy-

!'\ ~ I 
1 

fuzzy operators min and multiply failed to produce 
1 

I : I I nl : I 0
1 

perboxes. Infact, experiments we conducted with the 

L:;\ ~ appropriate responses with our classifier due to large 
25cm t25cm 25cm t25em amounts of unclassified input space that typically re-

(a) (b) 

Figure 3. Converting hyperboxes dimensions into 
fuzzy membership functions. 

The resulting fuzzy rules are therefore comprised of 
16 trapezoidal or triangular membership functions 
which can be used for classifying the input vector. We 
found no need to devise elaborate functions for de-
ciding the slope of the sides of the membership func-
tions since the rules are used only to determine the 
similarity (or closeness of fit) of an input vector with 
each rule rather than membership. The constant slope 
simply provides a measure of how close each input 
vector element is to the edge of a membership func-
tion. To classify an input vector with the fuzzy rules, 
we use the sum operator: 

y= L;.,J.L*(x,) 
n 

(1) 

where n = number of inputs 

since this produces a far better measure of similarity 
than minimum or multiply operators with regards to 
sonar sensors. This is because sonar sensors either will 
or will not return a signal based on object surface 
characteristics and the angle of incidence between the 
beam and the object's surface. Thus, an input vector 
may still be very similar to a particular rule even if 
some inputs lie outside their respective membership 
functions. To determine an input vector's class the rule 
which fires and produces the maximum sum is ac-
cepted as the winner. A rule is considered to have fired 
if its resultant sum is greater than 8.0 (i.e. each input 
has an average membership of 0.5 or greater). If no 
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mains after training. Thus by using the sum operator, 
we are in fact measuring similarity rather than mem-
bership. 

2.3 Extrapolating Training Data 

Teaching behaviours to mobile robots via demonstra-
tion basically involves deciding what path the robot 
should take with respect to nearby objects and con-
trolling the robot so that it follows that path while ac-
cumulating training exemplars for fuzzy rule extrac-
tion. Hence, by teaching the robot appropriate paths 
you teach the robot how to react to its environment. 
The difficulty with this approach is there may not only 
be many ways in which objects can be configured 
around the robot but there may be an almost infinite 
number of possible paths that the robot could take for 
the many different positions and directions the robot 
could find itself in. Each requiring an action to be cho-
sen appropriate for the behaviour. 

Obviously, just obtaining training exemplars from 
a single path would not resolve very much knowledge 
of how the robot should behave in other situations. On 
the other hand, trying to teach the robot large numbers 
of paths can be very time consuming and can make it 
hard to maintain consistent responses. Failing to 
maintain consistent distances to nearby walls, objects 
and corners when performing similar actions can result 
in many conflicting training patterns being produced 
making it uncertain what the robot should do when 
those input patterns occur. Furthermore, the combined 
training data may appear very noisy which can result 
in too many rules being required to accurately describe 
the data. 

To reduce these problems and the amount of effort 
required to demonstrate behaviours, we produce addi-
tional training exemplars from demonstrated paths by 
predicting the sensor data and appropriate response of 

Volume 6, No.3 



158 

locations near the demonstrated paths. To determine 
appropriate responses for locations near demonstrated 
paths we use the path extrapolation function described 
in Figure 4. This simply returns the direction the robot 
should head if it were positioned a given distance to 
the left or right of each time step's position along the 
demonstrated path. So the closer the extrapolated point 
is to the demonstrated path the more parallel to the 
demonstrated path the robot should head. For our ex-
periments we considered eight points to the left and 
right of the robot at 5cm intervals. 

' 
' 

--~- --

d 

11= BrCt/111 (-d-) 
drm< 

v.hlre: d a cistance from 
path to BJrlrllpolaled poirt 

I11IX sonar range 

2 

~/1/171~ 71771'1. . . . . ~ 7777/ 

Figure 4. Path extrapolation function used to make 
training data more comprehensive. 

Only extrapolated points in free space are considered. 
To determine if an extrapolated point is in free space 
an occupancy grid similar to Koren and Borenstein's 
histogram in motion mapping method [16] was used. 
To assist in predicting sonar sensor data at extrapo-
lated positions we also store all the directions of the 
transmitted sonar signals which detected objects in 
those locations. For each extrapolated and actual robot 
position considered, 16 training exemplars are pre-
dicted. These exemplars represent the sensor data and 
appropriate command if the robot were facing each of 
the 16 sonar sensor directions on the robotis sonar ring 
at those locations. Thus if all extrapolated points are in 
free space, 16 * 17 = 272 exemplars are added to the 
training data at each time step. To decide the appropri-
ate trajectory command for each extrapolated exem-
plar we consider the difference between the robotis 
extrapolated direction and the demonstrated pathis 
direction as well as the distance of the extrapolated 
point to the path as shown in Table I. If the chosen 
command is on a collision course with nearby objects 
(based on the final contents of the occupancy grid) an 
appropriate spin command is used instead. 

Distance to 
Path (cm) 

Lge 
(48~ 64\ 

Med 
(24- 48) 

Sml 
CO- 24) 

~ 

T1 T2 T2 

T1 T2 Spin 

T2 Spin Spin 

Sml Med Lge 
_(_0- 30) (30- 90) _(_90 -180j 

Direction Diference (deg) 
Table I Allocating appropriate comands for extrapo-
lated exemplars. 

The sensor data of each extrapolated location is 
determined by predicting the likely sonar range read-
ings at those locations by using the occupancy grid. A 
return range reading is considered likely if it intersects 
an object cell at an angle which is within 8 degrees of 
any sonar signal direction stored in the cell. If con-
flicting training patterns are produced (i.e. exemplars 
with same input vector but different output responses) 
we do not attempt to resolve them by averaging or 
eliminating the least prevalent. Instead, we allow them 
to coexist in the hope that they may help influence the 
appropriate locations of fuzzy regions between differ-
ent class hyperboxes. Finally, to reduce the size of the 
training data, multiple copies of same exemplars are 
replaced with frequency counters and any exemplars 
which have no return range readings are removed. 
(Exemplars with no return range readings are consid-
ered redundant because a robot should always move 
forward if no objects are present which is the default 
response if no rule fires). 

2.4 Teaching Robot Behaviours 

By using the fuzzy rule extraction method de-
scribed above with extrapolated training data, the 
teacher can teach a robot how to react to its environ-
ment by demonstrating example paths it should fol-
low. Although this can provide an effective means of 
describing behaviours like wall following, navigating 
obstacles, moving along corridors or docking, as 
shown in Figure 5(a)-(d), it does not provide the 
teacher an effective means of describing object avoid-
ance behaviour when isolated objects are involved as 
Figure 5(e) shows. This is because extrapolated exem-
plars derived from the off-side of the robot's demon-
strated avoidance path actually teach the robot to head 
toward the object if it happens to find itself further 
from the object than the demonstrated path. A possible 
solution to this could be to replace the path extrapola-
tion function described in Section 2.3 with a potential 
field extrapolation function when obstacle avoidance 
is to be taught to the robot. 

• • iF ,,, ,., 

ldl .. , 
Figure 5. Demonstrated and extrapolated paths for (a) 
wall following, (b) navigating obstacles, (c) moving 
along corridors, (d) docking and (e) object avoidance. 
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3. Experimental Results 

We found when perfect range sensing was used 
with a simulated robot, behaviours like wall following, 
moving along corridors and docking could be taught to 
the robot by demonstrating each behaviour with just 
one 

demonstrated path as shown in Figure 6. The gener-
ated behaviours were robust in that they enabled the 
robot to recover when placed in random locations and 
maintain appropriate responses when the environment 
was significantly changed. 

Demonstrated Path 

~ ~ -- --· Morlol-;-f 11•1 "illl•u•- -

, I , ., I ' 

~~-·· · ··· .... ·················· 

. ..... .i 

. ................. .. .. .... .. ........... ... . 

;"' .. .. 

Resulting Behavior 

__ ______ , ___ .... 

·. ( ,---·-. 
K-.... _ \ I ~- · .. ·--·-········· -- ______ .) ; 

• ....... ... ) 
r. (a) lwt:mr!!!:!::~~~~:::=::;;~~::::::r=a 

Wall Following 

· -·····-·· ··-········· ···--· ......•....... ..--·· •· ····················. 

I I r:ill 
I \ 

' .... -·-········--.. ·---- ... .. ........... - ~ ................ ,_ 

(b) 

Corridor Following 

(c) 
Docking 

-... 

Figure 6. Demonstrated paths and resulting behaviours achieved for the simulated robot. (a) Wall following, 
(b) moving along corridors and (c) docking in a confined space. 
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Teaching the robot how to negeotiate a path 
through a cluttered environment was possible with a 
single path, however, if the robot regularly experi-
enced similar input vectors at different positions 
among obstacles, inappropriate responses could be-
come exibited due to the likelihood of inconsistant 

Demonstrated Path 

- --
----... 

,, ...... . f.. - - · -- ... ~---·~ .. ·~-"\-·0.. .. 

D ·-..... ·········- D 
D ··--. •• 

commands being given for similar situations as shown 
in Figure 7. A potential solution to this may be 
achieved by using command or sensor data from per-
vious time steps to resolve conflicts in demonstrated 
training data as was done in [ 1] with recurrent neural 
networks 

(a) 

(b) 

Resulting Behavior 

= \.lal >lcfvl "i$nn <J I11 ' -

~-

CJ ·· .. D 
0 ~' ·· .... ••• 

D 
··········· ··· ····•::: __ -·· 

•o .... ·· 

D 

'- , .. ' . ;>o,"' "' ~: • • - ~ -·~· · ' l • . · • r -·>· .. - •': " ." .c .' ~ - '• -rt ·-~ A ~ ' 

Figure 7. Teaching simulated robot to navigate obstacles. (a) Sucessfully learnt path. (b) Unsucessfully learnt 
path. 
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Results for the real robot experiments were less 
favourable due to sensor noise and the highly reflec-
tive nature ofultrasonic waves. Despite this we found 
we were able to produce effective behaviours within 

(C) 

(e) 

161 

structured environments with single demonstrated 
paths. Figure 8 shows typical traces of demonstrated 
paths and the consequent behaviours exhibited by the 
robot after rule extractioa 

(b) 

(d) 

Figure 8. (a) Training paths and typical behaviours exhibited by the robot after training for (a) Wall following, (b) 
corridor following and (c) docking. 
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To determine the robots capacity to learn within 
irregular unstructured environments we conducted 
wall following trials in the lab with the structured arti-
facts removed. Figure 9 show a typical demonstrated 

(a) 

path and the resulting behaviour. However, the size of 
the rule base becomes considerably large due to the 
diverse range of training patterns which are generated 
from demonstrated paths within such environments. 

(b) 

Figure 9. Wall following within an unstructured environment. (a) Demonstrated path. (b) Robot's resulting be-
haviour. 

Table II summarises the amount of training data and 
final rule count of each behaviour for the simulated 
and real robot experiments conducted. (The figures 
quoted are averages from 5 trials). Although the re-
sulting rule bases for the real robot experiments are 
large, we found the rule base could be reduced consid-
erably in size by pruning away rules which either do 
not or only occasionally fire when behaviours are per-
formed over a long period of time. (The figures in 
brackets show the average final rules count after 
pruning). 

Sirrulalion Robot 

Yl/alfollowing 263 730 
(StructuntdEn'llli'Orlmtnl) (650) 

Will following - 1351 
(Unawcwred Environment) 18661 

Corroor Following 146 248 
(180) 

Docking 174 455 
(341) 

Table II. Number of training patterns and final rule 
count for each demonstrated behaviour for the simu-
lated robot and the real robot. 

4. Conclusion 

Despite recent advances in robotics, programming 
robots to perform different behaviours still remains a 
considerably difficult task. Research described in this 
paper addresses this issue by describing a means of 
teaching mobile robots how to react to their environ-
ments in a desired manner. Our results show that by 

using the disclosed fuzzy rule extraction method with 
extrapolated training data, effective results can be 
achieved by demonstrating behaviours with example 
paths 
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Abstract 
An overview over data parallel image processing rou-
tines is given. The focus of this tutorial is on real time, 
low level image processing for parallel active vision sys-
tems. Image operator classes discussed are point opera-
tors, local operators, dithering, smoothing, edg e 
detection, morphological operators, and image segmen-
tation. 

1. Introduction 
Image processing is gaining larger importance in a vari-
ety of application areas. Active vision, e.g. for autono-
mous vehicles, requires substantial computational power, 
in order to be able to operate in real time. Here, vision al-
lows the development of more flexible and intelligent 
systems than any other sensor system. In addition, there 
is also the need to speed up non-critical image processing 
routines, e.g. in evaluating medical or satellite image da-
ta. 
Basic image processing routines are very well suited for 
synchronous parallel processing. While the era of large-
scale SIMD systems like Connection Machine [11] or 
MasPar [9] may have passed, the concept may well be 
used for small embedded systems. The ideal concept of 
having one processor (ALU) per image pixel allows a 
very simple and natural definition of image operations. 
In this article, we would like to give an extensive over-
view of typical basic image processing operations, dem-
onstrating how they can be programmed in data parallel 
mode. 
The notation we use for synchronous parallel program-
ming is the author's Parallaxis-III programming language 
[3]. While the language's syntax and semantics is defined 
elsewhere [ 4] and shall not be repeated here, a small 
number of basic features present in virtually all SIMD 
programming languages shall be discussed shortly. 

Active Set. All languages provide control structures to 
select the set of active PEs for an operation. This is re-
quired, since in SIMD mode only one operation can be 
executed by all PEs at a time- unless they are inactive. 
Especially, PEs being exempted from an operation can-
not be used for performing another operation at the same 
time. In Parallaxis, selecting the active set is implicit for 
each selection- or loop-statement involving vector data in 
its boolean condition. These conditions may also include 
positional data, so PEs can easily be selected, e.g. by 
their row and column number. 

Processor Groups. Parallaxis, unlike some other SIMD 
languages, allows the declaration of PE configurations 
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(groups of processors), together with their arrangement 
in an n-dimensional cube. Static connections for data ex-
change between PEs may also be specified at compile 
time, while dynamic connections may be added data-de-
pendent at run time. In the context of image processing, it 
is sufficient to know that there are connections defined as 
up, down, left, and right, to facilitate data exchange be-
tween PEs. 
Data Exchange. Parallaxis provides three operations for 
data exchange between PEs. In its simplest version, an 
expression is created by moving data into the specified 
direction of a previously defined connection. Parallaxis 
prevents the appearance of undefined data at border PEs, 
so for image processing, no special border treatment is 
required. 

Vector Reduction. Besides sequential data transfer be-
tween host and vector PEs, Parallaxis provides a reduc-
tion function, in order to reduce a vector value to scalar 
value in logarithmic time - depending on the system ar-
chitecture. Operators used in reduction are either pre-
defined or implemented by the application programmer. 

When we started working on parallel image processing, 
we first took a look at conventional sequential low level 
image processing routines, as defined in several text-
books (6],[7] ,[10]. There is quite a large number of basic 
routines, which can be used as building blocks for larger 
applications. 

• Point Operators • Local Operators 
• Global Operators • Histograms 
• Edge Detection • Edge Thinning 
• Corner Detection • Regions 
• Hough Transform • Fast Fourier Transform 
• Stereo Vision • Motion Detection 
• Textures with Cooccurance 

It turned out that each of these applications is very well 
suited for an efficient synchronous parallel implementa-
tion. This led to the development of two textbooks [2], 
[4]. 

2. Parallel Image Representation 
We assume a two-dimensional array of PEs, large enough 
to provides one PE per image pixel. In case of fewer PEs, 
we can still have one "virtual PE" per pixel, with the op-
erating system or the compiler taking care of the iteration 
required. 
This architecture is reflected in our definition in Program 
l. The actual PE field (and image) size is left open to be 
specified by the application programmer. The symbolic 
names right, left, up, down, and the four diagonals 
may conveniently be used in subsequent data exchange 
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Program 1: Processor configuration for image data 

1 CONFIGURATION grid[*],[*]; 
2 CONNECTION 
3 right:grid[i,j]<->grid[i ,j+1] :left; 
4 up :grid[i,jl<->grid[i-1,j ] :down; 
5 up_l :grid[i,j]<->grid[i-1,j-1] :down_r; 
6 up_r :grid[i,j]<->grid[i-1,j+1] :down_l; 

statements. As shown in Figure 1, they coordinate grows 
from top to bottom, in order to comply with standard im-
age file formats and screen graphics routines like X win-
dows. 

y 

X 

[DJ] r:m2 1m3 llil4 
!:ills [ill6 [ill7 lms 
lliJ9 IJI11 oo::Du 01J12 

up 

'"' +dght 
down 

Figure 1: Processor arrangement 

We will now defiqe the parallel image data types. Like in 
sequential image processing, we distinguish between col-
or images, grayscale images, and binary images. Con-
stants for black and white have to be specified for each 
type. Details can be seen in Program 2. 

Program 2: Data types 

1 TYPE binary BOOLEAN; 
2 gray [0 .. 255]; 
3 col or RECORD 
4 red, green, blue: gray 
5 END; 
6 
7 CONST b_black TRUE; 
8 b_white FALSE; 
9 g_black 0; 

10 g_white 255; 
11 c_black color( 0, 0, 0) ; 
1 2 c_white color(255,255,255); 

3. Point Operators and Local Operators 
In the following, we will present a number of basic image 
processing operators together with their data parallel im-
plementation. As we believe, the parallel notation will in 
most cases be even simpler and more readable than its se-
quential counterpart. The typical header of a point opera-
tion looks like: 

PROCEDURE xyz ( irng: VECTOR OF gray) : 
VECTOR OF gray; 

Whereas the typical header of a local operation looks 
like: 

PROCEDURE xyz(irng: grid OF gray): 
grid OF gray; 

In both cases, one grayscale image is converted into an-
other. Using the keyword VECTOR defines a parameter 
of any vector data type, so this declaration is even more 
general than the previously defined configuration grid. 
As a logical consequence, local data exchange inside the 
procedure is only possible if parameters use configura-
tion grid, whereas VECTOR hides the connection struc-
ture. 

3.1 Point Operators 
The simplest class of image operators are point operators. 
A new pixel is computed as a function of the original pix-
el; no data of neighbor pixels is used. Therefore, point 
operators do not have any data dependence and can be 
easily expressed in parallel. 
In some application areas, like medical imaging or the 
processing of satellite data, images may stretch only over 
a limited band of the grayscale. Therefore, these images 
have low contrast and details are difficult to recognize 
[1]. In order to improve contrast, the image's grayscale 
band can be stretched to full range (here 0 .. 255). Figure 2 
sketches the procedure. 

min. max. gray value in image 
4 .. --

0 255 

Figure 2: grayscale stretch 

Program 3 implements the general grayscale stretching, 
using parameters g_min and g_max instead of con-
stants 0 and 255. First, the max and min grayscale values 
of the whole image are determined by using the REDUCE 
operation. Alternatively, these values could also have 
been supplied as parameters to the procedure. Care has 
been taken to avoid division by zero in case of a mono-
chromatic image. Then, in the RETURN statement, the 
image is shifted in grayscale range by subtraction ( img-
tmin) to range 0 .. ( tmax-tmin). The division by 
( tmax-tmin) shifts it to range 0 .. 1, wile the multi-
plication with ( g_max-g_min) brings it to range 
0 .. ( g_max-g_min) . The final addition of g_min 
stretches the image to the desired range g_ min 
g_max . 

3.2 Average and Median 
All following operators are local operators, that is in or-
der to compute one pixel, a number of neighbor pixels 
also have to be taken into account. Several neighborhood 
areas are possible, e.g. only left/right and up/down neigh-
bars (involving 5 pixel), a full 3x3 neighborhood (9), 5x5 
(25) or up to llxll (121). Of course, the larger the neigh-
borhood considered, the more time-consuming will the 
execution of these operators be. Access to neighbor pix-
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Program 3: grayscale stretch 

1 PROCEDURE gray_stretch(img: 
2 VECTOR OF gray; g_min,g_max: gray): 
3 VECTOR OF gray; 
4 (*stretch values to g_min .. g_max *) 
5 VAR tmax,tmin: INTEGER; 
6 BEGIN 
7 tmin : = REDUCE. MIN ( img) ; 
8 tmax : = REDUCE. MAX ( img) ; 
9 (* avoid division by 0 *) 

10 IF tmin = tmax THEN INC(tmax) END; 
11 RETURN {g_max-g_min) * {img-tmin) 
12 DIV {tmax-tmin) + g_min; 
13 END gray_stretch; 

els is implemented by local data exchange in the data 
parallel model. 
A simple application of local operators are image 
smoothing and noise reduction. The average operator 
simply computes the average grayscale value of a pixel 
and its neighbors. The basic operation for averaging is 
adding the grayscale value of a pixel and all of its neigh-
hors. Figure 3 shows this for a 3x3 neighborhood. 

naive procedure 

8 steps 
separation 

2. dim.: 2 steps 

Figure 3: Separation of local operators 

While the naive procedure requires eight steps to ex-
change data with all neighbors, half of this time can be 
saved by applying separation between x- and y-dimen-
sion. First, the neighbor pixels within a row are added, 
then the partial result is moved between rows and is add-
ed to form the total sum. Separation can be applied for all 
symmetric local operators. In general, a local nxn opera-
tor requires n2-l steps, while separation reduces the cost 
to 2*(n-1). The implementation of grayscale averaging 
in Program 4 now becomes straightforward. 
The median operator averages in a different way. Instead 
of computing the local average, it selects the middle ele-
ment of a local neighborhood, sorted by their gray val-
ues. Instead of presenting the true median filter, we apply 
a small simplification, which allows us to do a parallel 
separation. We call this adapted filter "Fast-Median". 
While the true median computes the middle value of all 
neighbors, our fast-median determines the middle (over 
all rows) of the middle (over all columns) gray value. 

Volume 6, No.3 

Program 4: Local sum and average 

1 PROCEDURE sum_3x3{img: 
2 grid OF gray): grid OF INTEGER; 
3 {* return s sum of local 3x3 area *) 
4 VAR res: grid OF INTEGER ; 
5 BEGIN 
6 res:= img + MOVE. right { img) { *hor. *) 
7 + MOVE.left{img); 
8 res:= res + MOVE.down(res) {*ver.*) 
9 + MOVE.up{res); 

10 RETURN res; 
11 END sum_3x3 ; 

1 PROCEDURE average_3x3(img: 
2 grid OF gray) : grid OF gray; 
3 (* average value of 3x3 area *) 
4 BEGIN 
5 RETURN sum_3x3{img) DIV 9 
6 END average_3x3 ; 

Average: 
Median: 

Example 
1 7 4 
3 99 
6 0 2 

(1+7+4+3+1+99+6+0+2) I 9 == 14 
middle (0, 1, 1, 2, 3, 4, 6, 7, 99) = 3 

Fast-Median: middle(middle(I , 7 ,4),middle(3, !,99),middle(6,0,2)) 
= middle(4,3,2) = 3 

Figure 4: Average and median 

Figure 4 explains the differences between average , medi-
an, and fast-median. It should be noticed that average is 
much more sensitive to extreme-valued pixels than medi-
an. When applied to real word images, there is almost no 
perceivable difference between median and fast-median. 
Program 5 shows the implementation of fast-median. 
Like for the previous operators, separation is used to save 
execution time. First, the middle element within the same 
line is used, then this partial result is moved across the 
lines to find the middle element of the middle elements. 
Sorting of three numbers is achieved simply by applying 
compare-and-swap three times in a row. 
Figure 5 shows the results of applying average and fast-
median operator to a noisy image. The noise has been ar-
tificially added by inserting black and white pixels at ran-
dom positions ("salt and pepper noise"). 
While the average operator merely smears the error pix-
els over a larger area, the fast-median operator is actually 
able to reduce the noise while preserving most of the im-
age resolution. 

3.3 Dithering 
Dithering is used to transform a grayscale image into a 
binary image, while preserving some grayscale informa-
tion at the cost of losing some image resolution. Each 
grayscale value of the original image is translated into a 
pattern of binary values in the output image. 
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Figure 5: Original image, image with noise added, 
average operator, fast-median operator 

The simplest approach is ordered dithering [5]. Our par-
allel implementation uses 2x2 patterns, thus being able to 
distinguish five different gray values as shown in Figure 
6. 

intgy:~~ 0 intensity I intensity 2 intensity 3 

Figure 6: Dithering with 2><2 pattern 

inten.sity 4 
whtte 

Program 5: Fast-Median 

1 PROCEDURE median_3x3fast ( 
2 img: grid OF gray) : grid OF gray; 
3 (* approximation: median in y-dir. 
4 of median in x-direction *) 
5 VAR a: grid OF ARRAY[1 .. 3] OF gray; 
6 BEGIN 
7 a[1] := MOVE.left (img); 
8 a[2] .- img; 
9 a[3] .- MOVE.right{img); 

10 {* sort 3 elems. with 3 comp/swaps *) 
11 IF a[1] > a[2] THEN 
12 swap(a[1],a(2]) END; 
13 IF a[2] > a[3] THEN 
14 swap (a [ 2 ] , a [ 3 ] ) END; 
15 IF a[1] > a(2] THEN 
16 swap(a[1] ,a[2]) END; 
17 (* send median in x-dir . up/down *) 
18 SEND.up (a[2J ,a[ll); 
19 SEND.down(a[2] ,a[3J); 
20 (* sort 3 elems. with 3 comp/swaps *) 
21 IF a[1] > a[2] THEN 
22 swap{a[1],a[2]) END; 
23 IF a[2] > a[3] THEN 
2 4 swap (a [ 2 J , a [ 3 J ) END; 
25 IF a[l] > a[2] THEN 
2 6 swap (a [ 1] , a [ 2] ) END; 
27 RETURN a[2]; 
28 END median_3x3fast; 

Program 6 implements ordered dithering in data parallel. 
Please note, that only one quarter of all pixels is consid-
ered for this transformation, as activated by the initial 
IF-selection. Therefore, it may be useful to perform an 
average operator before applying ordered dithering. Ac-
cording to the patterns in Figure 7, the procedure deter-
mines by a pixel's gray value which of the four fields 
should be black (TRUE) and which should be white 
(FALSE). Data exchange is done with the SEND proce-
dure, which differs from MOVE in the way that it does not 
require the receiver to be active. 

Program 6: Ordered Dithering 

1 PROCEDURE di the:t_ordered ( 
2 img: grid OF gray): grid OF binary; 
3 ( * ordered dithering, 2x2 pat terns *) 
4 CONST thres = g_whi te DIV 5 ; 
5 VAR res: grid OF binary; 
6 BEGIN 
7 IF ODD(DIM(grid, 2)) AND 
8 ODD(DIM(grid,l)) THEN 
9 res := img < thres; 

10 SEND.right (irng < 3*thres,res); 
11 SEND.down (img < 4*thres,res.); 
12 SEND. down_r ( img < 2 * thres, res) ; 
13 END; 
14 RETURN res; 
15 END dither_ordered; 

The same approach can also be applied for larger pat-
terns, e.g. 3x3 or 4x4. However, the complex algorithm 
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of Floyd-Steinberg error diffusion [5] is very hard to im-
plement in data parallel, because of its inherent sequen-
tial nature. 
Figure 7 shows the result of applying 2x2 ordered dither-
ing to a grayscale image in comparison to simple thresh-
aiding. 

Figure 7: Ordered Dithering versus simple 
thresholding 

3.4 Edge Detection 
Edge detection is a central task in low level image pro-
cessing. Edge points are characterized by a high local dif-
ference (gradient) in gray values. Edge strength and 
direction may be used as features for subsequent image 
processing. The idea behind this approach is that edges 
usually (but by no means always) represent the outline of 
objects in an image. Unfortunately, the reverse also isn't 
true in general. An alternate approach to object recogni-
tion is area-based image segmentation, which will be dis-
cussed later. Well known edge filters are Robert's Cross, 
Laplace, Sobel, Kirsch, Prewitt, and Marr-Hildreth [1], 
[7], [ 10]. Here, we will discuss a data parallel version of 
the Sobel operator. 
The Sobel operator comprises two filters: one for detect-
ing horizontal edges and one for detecting vertical edges 
(Figure 8) . Combining both values in the same way as 
transforming Cartesian coordinates to Polar coordinates 
results in strength and direction of edges. 
Our data parallel implementation of the Sobel filters in x
and y-direction again makes use of the separability of 
these filters. The naive implementation of Sobel-x would 
be: 

RETURN MOVE. down_l ( img) 
+ 2 * MOVE . left(img) + MOVE.up_l(img) 
- MOVE . down_r(img) 
- 2 * MOVE.right(img) - MOVE.up_r(img); 
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Sobel-x Sobel-y 

Figure 8: So bel filter templates 

This would require six data exchange operations in a 
eight-neighborhood. However, if we separate this two-di-
mensional filter into two single-dimensional filters, we 
will need only four data exchange operations in a four-
neighborhood. Figure 9 demonstrates this filter separa-
tion by applying matrix multiplication. This approach 
can be used for any local filter, provided that the filter 
matrix can in fact be expressed as the product of two vec-
tors. 

( 
-1 0 1 J [ 1 J -2 0 2 2 . ( -1 0 1 ) 
-1 0 1 1 

Figure 9: Separation of Sobel template 

Program 7: Sobel operator in x- and y-dimensions 

1 PROCEDURE sobel_x_3x3(img: 
2 grid OF gray) : grid OF INTEGER; 
3 VAR col: grid OF INTEGER; 
4 BEGIN 
5 col := 2*img + MOVE.up(img) 
6 + MOVE.down(img); 
7 RETURN MOVE.left(col) 
8 - MOVE.right(col); 
9 END sobel_x_3x3; 

1 PROCEDURE sobel_y_3x3(img: 
2 grid OF gray) : grid OF INTEGER; 
3 VAR row: grid OF INTEGER; 
4 BEGIN 
5 row := 2*img + MOVE.left(img) 
6 + MOVE.right(img); 
7 RETURN MOVE.down(row) 
8 - MOVE.up(row); 
9 END sobel_y_3x3; 

Program 7 shows the implementation of Sobel-x and So-
bel-y, Figure 10 shows the results. It is clear to see that 
one filter only recognizes vertical edges, while the other 
one recognizes only horizontal edges. 
The already mentioned transformation of x- and y-edges 
to Polar coordinates' strength and direction is: 

b = Jdx2 + dy2 r = atandy 
dx 

The data parallel implementation of these formulas is 
identical to the sequential implementation of a single pix-
el, since this operation is required for every pixel in the 
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Figure 10: Vertical and horizontal edges 

whole image and can be executed in parallel without re-
strictions. In Program 8, the Sobel-x and Sobel-y filters 
are called as subroutines. Despite using the specified 
square and square-root functions, the program has been 
simplified to use the sum of the absolute values as a fast-
er approximation. Also, the edge direction has been re-
duced to 256 integer values. 

Program 8: Sobel edge detection 

1 PROCEDURE edges_sobel_3x3( 
2 img: grid OF gray; 
3 VAR strength,direction: 
4 grid OF gray); 
5 (* edge strength and direction *) 
6 VAR dx,dy: grid OF INTEGER; 
7 BEGIN 
8 dx : = sobel_x_3x3 ( img) ; 
9 dy := sobel_y_3x3(img); 

10 strength : = limit2gray( 
11 ABS(dx) + ABS(dy) ); 
12 
13 
14 

direction:= round((arctan2( 
FLOAT(dy) ,FLOAT(dx)) 

+pi) I (2.0*pi)*255.0 ); 
15 END edges_sobel_3x3; 

Figure 11 now shows the final result of the Sobel edge 
detection. Next to the original image is the edge strength; 
stronger edges are represented by darker shades of gray. 
In the lower left, thresholding has been applied to the 
edge strength, leaving a binary image, e.g. for subsequent 
application of morphologic operators (see below). Final-
ly, lower right shows the edge direction with the angular 

' ,. 

Figure 11: Original, edge strength, thresh-
aiding of edge strength, edge direction 

4. Morphologic Operators 
Morphology is the science of form, gestalt, and organiza-
tion, while the term originates from biology. In image 
processing, morphologic operators operate on the outer 
form of an object. While there are morphologic operators 
for grayscale images [8], we will only discuss binary 
morphologic operators. 
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4.1 Erosion and Dilation 
The two basic morphological operators are erosion and 
dilation. Erosion subtracts pixels from the border of an 
object (objects are black= TRUE, background is white 
pixels =FALSE), while dilation adds pixels to the outline 
of an object. Both operators use a structure element as a 
parameter, in order to find particular pixel patterns in an 
image. Overlaying the original image with the structure 
element, all black entries in the structure element have to 
match with black pixels in the neighborhood of the pixel 
examined, in order to produce a match. White entries in 
the structure element have no meaning (don't care), they 
do not require white pixels in the neighborhood. 
For binary images, the structure element is a binary pat-
tern of the filter size, e.g. a 3x3 matrix of Os and ls. The 
simplest structure element therefore has nine back pixels 
(ls) and no white pixel (Os) (see S1 below). Another ex-
ample is S2, with black pixels along the diagonal and 
white pixels elsewhere. Structure element S3 can be used 
to represent four-neighborhoods. 

Erosion: 

Dilation: 

If all black elements in the structure ele-
ment match the neighbors of a pixel, the 
original pixel becomes black, if not it be-
comes white. 
If at least one black element in the struc-
ture element corresponds to a neighbor 
pixel, the original pixel becomes black, if 
not it becomes white. 

Using another definition, erosion and dilation can be 
found by shifting the whole image and using pixel-wise 
set intersection (AND) and set union (OR). This ap-
proach is especially suited for data parallel processing. In 
the following definition, A denotes the original image, S 
is the structure element. 

Erosion8 A-S= (1 MOVE•v(A) 
VE S 

Dilation AEBS U MOVE•v(A) 
VE S 

For symmetric structure elements, erosion and dilation 
are again separable local operators. 
Figure 12 shows the application of both operators with 
structure element S1 (3x3 TRUE). Erosion almost com-
pletely deletes the object in the foreground and only 
leaves object pixels (black) completely surrounded by 
other object pixels. Dilation enlarges the object in fore-
ground by adding more black pixels to it. 
Program 9 shows the data parallel implementation of ero-
sion and dilation. Here, the structure element S1 has been 
implicitly assumed, instead of the more general approach 
of passing it as a parameter. Calculation starts within 
lines, then continues within columns. 
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Figure 12: Original, erosion, and dilation 

Program 9: Erosion and Dilation 

1 PROCEDURE erosion( 
2 irng: grid OF binary): 
3 grid OF binary; 
4 VAR res: grid OF binary; 
5 BEGIN 
6 res .- irng AND MOVE.left(irng) 
7 AND MOVE.right(img); 
8 res .- res AND MOVE.up(res) 
9 AND MOVE.down(res); 

10 RETURN res 
11 END erosion; 

1 PROCEDURE dilation( 
2 img: grid OF binary): 
3 grid OF binary; 
4 VAR res: grid OF binary; 
5 BEGIN 
6 res := img OR MOVE.left(img) 
7 OR MOVE.right(img); 
8 res :== res OR MOVE. up (res) 
9 OR MOVE.down(res); 

10 RETURN res 
11 END dilation; 

4.2 Open and Close 
Morphologic operators open and close are directly based 
on erosion and dilation. They are simple sequences of the 
two (again, A is original image, S is structure element): 

Open A o S = (A Q S) EB S 

Close A • S = (A EB S) Q S 

Operation open deletes "fuzzy" boundaries of an object, 
while close can be used to close small gaps within an ob-
ject. Program 10 shows the most simple implementation 
of subsequent execution, while Figure 13 demonstrates 
the effect of applying open and close to the same input 
image as before. 
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Program 10: Open and Close 

1 PROCEDURE open ( img : 
2 grid OF binary): grid OF binary; 
3 BEGIN 
4 RETURN dil"ation ( erosion ( img) ) 
5 END open; 

1 PROCEDURE close(img: 
2 grid OF binary): grid OF binary; 
3 BEGIN 
4 RETURN erosion ( dilation ( img) ) 
5 END close; 

• I •• I 

I 
Figure 13: Original, open und close 

Figure 14 demonstrates the results of morphologic opera-
tors erosion, dilation, open, and close on a larger natural 
input image, which is the previously computed edge 
strength threshold of the Sobel operator. 

4.3 Fill and Connected 
Further morphologic operators are the iterative filling of 
object area or background area. This can be done by us-
ing the operators fill and connected. Both operators need 
a starting position within the image. Connected iterative-
ly uses the operation dilation intersected with the image 
foreground (objects= black pixels) until no more chang-
es occur. Fill works similar, but uses intersection with the 
background instead of the foreground. 
Operation fill fills all free space within an object (accord-
ing to the structure element), while operation connected 
returns the connected component from the given starting 
position. 
The following iteration definition holds for fill applied to 
image A: 

.fillo .- specified starting point 
(usually background, i.e. FALSE) 

.- dilation(fillk-l) "A 
Transforming this definition into a data parallel program 
is simple (Program 11). The iteration is implemented as a 

~' 
r ' ' . 'S;T ,, .. , :c ·,,· -tii'-c-f>'.- - · 
~·--=---

Figure 14: Original, erosion, dilation, 
open and close 

REPEAT -loop, while the termination condition has to 
check whether no pixel at all has changed during the last 
iteration. This is done by using reduction with AND, 
comparing old and new image pixel-wise in parallel. 
Care has to be taken, to assure that the loop will termi-
nate. As it is easy to see, the new image is generated by 
applying dilation and intersection (AND with the com-
plement of the original image) to the old image. There-
fore, when starting from the background, each iteration 
may add additional black pixels, but will never take ex-
isting black pixels away. This guarantees the termination 
of the loop after a finite number of steps. 

Program 11: Fill 

1 PROCEDURE fill (img: grid OF binary; 
2 s .tart_x, start__y: INTEGER):. 
3 grid ·oF binary; 
4 VAR grow, nE!wc_grow, not:_img: 
5 grid OF.binary; 
6 BEGIN (* init grow, start is TRUE *) 
7 new.:_:grow := (DIM(grid, 1) = start_x) 
8 AND (DIM (grid, 2) = start_y) ; 
9 not_img : = NOT img; 

10 REPEAT 
11 gro:w .:= new_g:row; . 
12 new_grow : = dilation (grow) 
13 AND not~img; 
14 UNTIL REDUCE .. AND(grow = new_grow); 
15 RETURN grow 
16 .END fill; 

The following iteration definition holds for connected 
applied to image A: 
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con0 .- specified starting point 
(usually foreground, i.e. TRUE) 

conk .- dilation(conk_1) n A 
So the only difference to operator fill is the fact that here 
the image is intersected with the original image instead 
of the complement. Program 12 shows the data parallel 
implementation of operator connected. 

Program 12: Connected 

1 PROCEDURE connected(img: 
2 grid OF binary; 
3 start_x,start_y: INTEGER): 
4 grid OF binary; 
5 VAR grow, new_grow, not_img: 
6 grid OF binary; 
7 BEGIN ( * ini t grow, start is TRUE *) 
8 new_grow := (DIM(grid,1) start_x) 
9 AND (DIM(grid,2) = start_y); 

10 
11 
12 
13 
14 

REPEAT 
grow := new_grow; 
new_grow:=dilation(grow) AND img; 

UNTIL REDUCE.AND(grow = new_grow); 
RETURN grow 

15 END connected; 

Figure 15 shows operators fill started at (12,5) and con-
nected started at (3,3) at an example. Fill fills an empty 
space inside the top black object. Note the outside pixel, 
only connected in a single point. This is a consequence of 
the previously chosen structure element S 1 (eight-neigh-
borhood) . Using structure element S3 instead (four-
neighborhood), the operator would have stopped without 
this extra pixel. Operator connected returned the lower 
left triangle, which is clearly separated from the white 
background. 

• ... I 

•• 
Figure 15: Original, fill( 12,5), connected(3,14) 
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4.4 Boundary and Skeleton 
The morphological operation boundary is a very efficient 
method to find the outline of an object. It is computed by 
forming the difference between original image and its 
erosion: 

Boundary(A) = A - (A G S) 

Program 13 displays boundary's direct parallel imple-
mentation. 

Program 13: Boundary 

1 PROCEDURE boundary(img: 
2 grid OF binary): grid OF binary; 
3 BEGIN 
4 RETURN img AND NOT erosion(img) 
5 END boundary; 

One possible definition of the skeleton operator has been 
proposed in [7]: 

Skeleton(A) = uskel(A) 

= U{(A G kS)- [(A G kS) oS]} 

Here, kS denotes k-times applying an operation (here: 
erosion) with structure elementS. The Union (OR func-
tion) is computed in an iteration until the iterated erosion 
of A results in an empty (all white) image. 

Program 14: Skeleton 

1 PROCEDURE skeleton(img: 
2 grid OF binary): grid OF binary; 
3 VAR skel, k_times: grid OF binary; 
4 ready: BOOLEAN; 
5 BEGIN 
6 skel := b_white; 
7 k_times : = img; 
8 WHILE REDUCE.OR(k_times) DO 
9 

10 
skel := skel OR 

(k_times AND NOT open(k_times)); 
11 k_times := erosion(k_times); 
12 END; 
13 RETURN skel 
14 END skeleton; 

Program 14 shows the data parallel implementation of 
this version of skeleton. Starting with an empty (all 
white) image, the OR function computes the union opera-
tion in parallel within the WHILE loop. The loop contin-
ues while there is at least one pixelleft. This condition is 
again computed in parallel by using reduction. One vari-
able is used to "erose-down" the original image to an 
empty (all white image), while another variable is used to 
construct the resulting skeleton from an initially empty 
image. Figure 16 illustrates the operation of operators 
boundary and skeleton on the same input image as above. 
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Figure 16: Original, Boundary, skeleton 

5. Region-based Image Operators 
All image operators in the previous sections worked with 
single points or within a limited neighborhood. Now, we 
want to take a look at region-based operators. An impor-
tant application in this context is the segmentation of an 
image, that is the partitioning of an image in a number of 
coherent pixel areas. 

- ~~- ~---- -

~ . . . 
• A f; $ ill W .. ~--P'I ..,.., --·s 
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Figure 17: Stepwise execution of region growing 

The following rules must hold for segmentation: 

(a) A= U Ri union of all regions covers the 
whole image 

(b) Ri is coherent 

(c) RJI R_j = 0 
(d) P(Ri) =TRUE 

regions do not overlap 
pixels within a region fulfil 
uniformity condition 

(e) P(Ri U Rj) =FALSE 

union of two regions does not fulfil 
this condition 

Here, predicate P defines the required uniformity of a re-
gion. It may involve gray values or other pixel or area 
features. A rather simply implementation is to define uni-
formity by a maximum gray value difference between 
pixels in a region. 
In the following, we will transform a sequential approach 
to region growing from (6] into a data parallel program. 
The algorithm starts with a number of seed points, which 
usually are placed at fixed distances in the image. E.g. in 
Figure 17, every eighth row and column is chosen as a 
seed point, so this makes l/64th of all pixels to seed 
points. Initially, all pixels belong to region zero (back-
ground). 
An iteration follows, which terminates when no pixel 
changes its region in the last loop execution. In each iter-
ation, each pixel sends its own gray value and region 
number to its four nearest neighbors. If the difference to a 
neighbor pixel's gray value is less than a specified 
threshold and the neighbor's region number is higher 
than the own one, then a pixel migrates to the neighbor's 
region. The latter condition is only required to guarantee 
loop termination. Otherwise a pixel may cyclically mi-
grate to one or the other of two adjacent regions. 
Figure 17 exemplifies the stepwise operation of region 
growing. The original image of a car is small enough to 
recognize individual pixels . Good to see are the seed 
points, which have been set in an 8x8 raster. From these, 
the regions spread over the image, while their corre-
sponding grayscales are only used to distinguish regions 
-they do not correspond to the gray values of these pix-
els (false color representation). After a few iterations, 
most of the image is already covered by regions, the final 
iterations contribute only minor changes between neigh-
boring regions. The data parallel version of this algo-
rithm is described in detail in [4]. 

6. Conclusion and Future Work 
We have demonstrated the usefulness of synchronous 
parallel processing for real time image processing. We 
have examined a number of low-level routines and their 
data parallel implementation. Prominent application ar-
eas are active vision, especially for mobile robot systems, 
and general imaging systems, which can gain consider-
able speedup by employing SIMD sub-systems. Ideally, 
the use of a data parallel system would be transparent to 
the user, who is simply using an image processing li-
brary. The translation of an existing sequential image 
processing library to a parallel environment has to be 
done only once. This can be performed by experts to en-
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sure optimal utilization of the parallel resources. The ap-
plication programmer himself does not have to deal with 
parallel processing at all. 
All presented parallel algorithms have been implemented 
in Parallaxis and can be executed either on a data parallel 
system or with the Parallaxis simulator on sequential 
workstations. Future work will be the design of an SIMD 
vision sub-system. Several different approaches are pos-
sible: 

• Board Approach 
consisting of 128 signal processors, designed with 
an external ISA bus for PC integration 

• Gate Array Approach 
designing a general purpose SIMD system with 2-
dim. grid structure on a chip 

• FPGA Approach 
designing and analyzing the required structure of a 
single ALU 

Further details can be found in the research book [ 4], 
from which the images, formulas and programs of this 
publication have been taken. 
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Abstract 

Lip movements and configurations provide useful information which can be utilized to improve 
automatic speech and speaker recognition. However the use of this visual information requires 
accurate lip tracking algorithms. A new technique is outlined that is able to estimate the outer lip 
contour under noisy conditions accurately. It is based on the combination of gradient vector flow 
(GVF) force fields and active shape models (ASM). Results are presented for speech reading using 
a speaker dependent database. The effectiveness of this algorithm on noisy edge maps generated 
from chromatic segmentation is also demonstrated. 

Keywords: gradient vector flow, lip tracking, speech reading, active shape models 

1 Introduction 

An audio-visual speech processing (AVSP) algorithm 
using lip movements must be able to accurately track 
the labial contour despite variations owing to lighting, 
camera noise and the speaker's appearance. The im-
portance of the labial contour for AVSP applications 
has been well documented [1, 7, 8). Techniques use-
ful for lip tracking include active contours [3, 4, 5) and 
deformable templates (12]. Deformable templates are 
difficult to use for representing fine details in the labial 
contour. Active contour models (ACM) have been used 
extensively for lip tracking as they can provide finer de-
tail about the outer labial contour. 
In this paper, we address the problem of extract-
ing the labial contour from a pre-processed 'edge-
map'/'potential image' (ie. a binary image describing 
the outline of an object) with the edge map f(x,y) be-
ing described as, 

I( ) _ { 1 T{I(x,y)} ~ Th 
x,y - 0 else (1) 

where T is some edge enhancement operator, This a 
threshold and I(x, y) is the original intensity image. 
The extraction of the labial contour from the potential 
image f(x,y) has to be performed in a manner that 
has low sensitivity to the initialisation of the estimated 
contour and any noisy artifacts present in the potential 
image. When an image taken from the mouth region of 
interest (ROI) is pre-processed to gain a potential im-
age, the contour around the labial outline can contain 
unwanted visual artifacts from noise and/or contain 
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broken lines. Using an edge detector alone, however 
good, will not separate the outer labial contour from 
other structures in the image. More prior knowledge 
on the allowable shapes of lips needs to be brought to 
bear on the problem. Previously, active contour models 
(ACM) or 'snakes' have been used to provide syntactic 
restrictions in lip shape with good results [1]. However, 
active contour models have some problems associated 
with them when being used to track lips from a po-
tential image. Firstly, the syntactic restrictions they 
provide for shape deformation are quite general so that 
for noisy potential images the resultant fitted contour 
may itself be noisy. Secondly, the potential force fields 
derived from the potential image, which tell the contour 
in which direction to move, have problems associated 
with the initialisation of the estimated contour when 
noise (ie. unwanted visual artifacts or broken lines) is 
present. 

We present a new class of potential forces, based on 
gradient vector flow (GVF) fields, that can evade some 
of the problems caused by noisy potential images. Gra-
dient vector flow ( G VF) fields (9) are both insensitive to 
initialization and have an ability to move into concave 
boundary regions. These fields are used in conjunction 
with active shape models (ASM) which provide a way 
to vary a contour based on pre-trained syntactic in-
formation about allowable labial contour deformations. 
Using both GVF fields and ASM a technique has been 
developed that can reliably converge to the correct lip 
contour outline whilst maintaining a valid lip shape un-
der adverse conditions. 
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2 Active shape models and po-
tential images. 

Active shape models (ASM) have proved to be very 
good at providing a model for the deformation of lip 
contours and in turn provide an accurate way of track-
ing a speakers lips [7). ASMs have the advantage of 
providing a priori knowledge about typ~cal deformation 
of lips from a training set of labeled lips. 
The lip contour x can be described by n points 

This contour can be approximated using principle com-
ponent analysis (PCA) [7] by, 

x~x+Pb (3) 

where Y is the mean of the training feature vectors, P 
the matrix of the first few column eigenvectors of the eo-
variance matrix which correspond to the largest eigen-
values and b a vector containing the weights for each 
eigenvector. The vector b can be used as a compact and 
decorrelated approximate representation of the original 
contour vector x in which the main modes of variation 
have been preserved. 
Active shape models when used for lip tracking have 
been predominantly implemented within a multidimen-
sional energy minimisation framework [7] that actually 
differs from the original approach given by Cootes, Hill, 
Taylor and Haslam [2]. Cootes suggested that potential 
images could be used to calculate suggested movement 
for each model point such as those used with active 
contour models [4]. This potential image describes how 
likely each point in the image is to be the model point 
and is usually described via a edge map which is created 
using a pre-processing step described in Section 3. 
Adjustments to the position of each point can then be 
derived from the potential force field generated from the 
potential image. Convergence can be achieved in fewer 
iterations with the model constrained to vary within 
valid lip shapes as dictated by the ASM. 

3 Extraction of an potential image 
from the mouth ROI. 

The mouth ROI image that is used for visual feature ex-
traction can be a grayscale or colour image. Grayscale 
images suffer from lighting problems and it has been 
reported that the variation of the gray levels around 
lips is small [1). Colour images of the mouth ROI have 
greater class distinction between human lips and the 
predominant skin background allowing for far more ac-
curate modeling of the labial contour when compared 
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to their grayscale counter parts. However, using colour 
as a feature has several problems. Firstly, the colour 
representation of a person obtained by a camera is in-
fluenced by ambient light and background. Secondly, 
different cameras produce significantly different colour 
values, even for the same person under the same light-
ing condition [10). These variabilities make the genera-
tion of edge-maps through chromatic features problem-
atic, with the resultant binary images often containing 
noisy artifacts. 
In this paper we have chosen to use a technique of 
thresholding using the ratio of red to green pixel values 
in a RGB image to produce a binary image of candidate 
lip pixels as described in [1, 6, 81 A binary image is 
created by finding a threshold in 0 space, as described 
by Chiou [1], that best segments the much redder lip 
pixels from the skin pixels as is demonstrated in Fig-
ure 1 (b). After some morphological operations to get 
rid of spurious pixels a edge map f(x,y) is created by 
applying a standard edge kernel to the binary image as 
demonstrated in Figure 1 (c). 

(a) Orlglnal Mo.rlh AOI lb) Blllal)' Mo.rlhROI (o) Polonllal Imago 

Figure 1: Demonstration of how potential image is cre-
ated. 

4 Gradient vector flow. 

The generation of a suitable potential force field v (x,y) 
from a potential image f(x,y) can be error-prone. 
First, the initial contour must, in general, be close to 
the boundary or else it is likely to converge to a wrong 
result. Second, most potential force fields have prob-
lems progressing into boundary concavities which can 
sometimes restrict a contour from being fitted accu-
rately to a potential image. 
Recently, a new class of potential forces has been pro-
posed that overcomes these problems. These fields, 
called gradient vector flow (GVF) fields, are dense vec-
tor fields derived from images by minimizing a certain 
energy functional in variational framework [9). When 
used with active contour models they have been shown 
to be insensitive to initialization and have an ability 
to move into boundary concavities. The theory be-
hind GVF can be found in [9) which gives a thorough 
overview of the process. A gradient vector flow field can 
be defined as v(x, y) = (u(x, y), v(x, y)) that minimises 
the energy functional 

E = JJ JL(u; + u! + v; + v;) +I '\7 /l2 lv- '\7 /l 2 dxdy 
(4) 
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Where p. is a regularization parameter governing the 
tradeoff between the first term and the second term in 
the integrand. This produces the desired effect of keep-
ing v nearly equal to the gradient of the edge map when 
it is large, but forcing the field to be slowly-varying in 
homogenous regions as can be demonstrated in Fig-
ure 2. The solution to Equation 4 is found via a nu-
merical implementation which is outlined in (9]. 

(b) OVF bca field fc) Normal•tld QVF tore. I-'d 

Figure 2: Process of calculating normalised GVF force 
field. 

To make the process of fitting a contour via the poten-
tial force field v as linear as possible it is convenient to 
normalise the magnitude of the fields such that the force 
field contains only directional information as demon-
strated in Figure 2(c). This normalisation process was 
undertaken for all our tests. 

5 Calculating movement for each 
model point. 

The method we used for calculating the adjustments to 
shape parameters based on the GVF and ASM are very 
similar to the technique used by Cootes in (2). Given 
an initial estimate of the positions of a set of model 
points which we are attempting to fit to an lip image, 
and the GVF potential force field v(x) which points to 
the proposed outer labial contour, we need to estimate 
a set of adjustments which will move each point toward 
a better position while maintaining a valid lip shape. 
These adjustments can be calculated for each model 
point which can be denoted as 

dx= (d:c0 ,dy0 ,dx1.,dy., ..... ,dXn-.,dYn-1.) (5) 

Where n denotes the number of points representing the 
contour. Before deforming the ASM itself we have to 
first find the approximate centre of the lips (:cc, Ye), 

(6) 

The need for calculating Xc is due to the ASM of the 
lips being trained in such a way that the centre of the 
labial contour is at the origin. This was done to ensure 
the ASM modeled only the allowable lip shape variation 
and not translational variation. As an initial estimate 
of the lip shape the mean lip shape of the ASM was 
used x as per Equation 3 with centre Xc being the po-
sition at the centre of the image. 
The approach for finding the approximate centre of the 
labial contour is as follows:-
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1. Calculate adjustment vector dx from the 
GVF force field v(x + Xc)i 

2. Calculate centre adjustment vector 
dxc= (dxc, dye) 
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where dxc = ~ :E?=o dxi and dye = ~ I:?=o dyi; 

3. Update Xc by new centre adjustment vector such 
that ,Jt+t) = ,Jt) + 8dxc where 8 is step size; 

4. Repeat steps 1-3 for n iterations; 

For our experiments we chose a step size 8 of one pixel 
and performed the above steps for twenty iterations as 
this assured convergence. Once the initial shape esti-
mate is positioned correctly we can then make adjust-
ments to each model point within a ASM framework so 
as to give an optimal fit to the potential image. 
We aim to adjust the shape parameters so as to move 
the points from their current locations x and be as close 
to x+dx as can be arranged whilst still satisfying the 
shape constraints of the ASM. In (2) it was shown that 
the optimal way to calculate adjustments to the shape 
parameters db of an A,SM described by the weights b 
in a least squares sense is 

db=PTdx (7) 

Using the result obtained in Equation 7 we can deform 
the ASM contour via the following steps 

1. Calculate adjustment vector dx from the 
GVF force field v(x + Xc)i 

2. Calculate db as per Equation 7; 

3. Update b(t+t) = b(t) + sdb 

4. Get new estimate of x R:: x + Ph; 

5. Repeat steps 1-4 for n iterations; 

Again for our experiments we chose a step size s of one 
pixel and performed the above for forty iterations as 
this assured convergence. 

5.1 Qualitative performance of algo-
rithm. 

The fusion of ASM based contour deformation and 
GVF gives excellent tracking performance in a num-
ber of trying conditions. This is particularly true when 
the labial contour outline in the potential image is ob-
structed by noise. 
Typically there are two types of noise present in seg-
mented mouth ROI images that cannot be treated ef-
fectively through conventional means:-

1. Binary image of lips with unwanted artifacts at-
tached to the binary lip cluster as seen in Fig-
ure 3(a); 
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2. Binary image of lips with missing lip pixels in the 
binary lip cluster as seen in Figure 4(a); 

Using GVF force field in conjunction with an ASM of 
the lips, fits a contour to the model that gives an excel-
lent estimation of the labial contour circumventing the 
noisy artifact present in the potential images shown in 
Figures 3(a) and 4(a) the final results of which can be 
seen in Figures 3(d) and 4(d). 

(a) Potential image 

(c) Fllted contour on 
potential image 

(b) Normntlood GVF 1iold 

(d) Fittod contour on 
mouth ROI 

Figure 3: Demonstration of robust contour fitting on a 
potential image with unwanted lip pixel artifacts. 

(c) Atled contour on 
potential image 

(d) Fated contour on 
mouth ROI 

Figure 4: Demonstration of contour fitting on potential 
image with missing lip pixels. 

6 Lip tracking results. 

Comparison of different lip tracking algorithms is diffi-
cult, one method of judging the quality of the extrac-
tion is to evaluate the effectiveness of the contours when 
used in a specific application. Luettin [7] has recently 
proposed that an accurate measure of the quality of 
visual features is indicative of how well it performs in 

Volume 6, No.3 

a given lip reading application (ie. the recognition of 
visemes or words). Through automated lip reading we 
are able to quantitatively gauge the effectiveness of this 
lip tracking algorithm. 
We tested this algorithm on our own speaker depen-
dent database to evaluate its effectiveness for a speaker 
dependent word recognition application. We chose to 
test our algorithm initially within a speaker dependent 
framework so as to gauge the effectiveness of the GVF 
with a speaker dependent ASM of the lips due to its 
natural insensitivity to visual noise. From our own ex-
periments we found speaker dependent ASMs are more 
robust in noisy circumstances, because they have fewer 
modes of variance in their shape, in contrast to speaker 
independent ASMs which have many more modes of 
variance making them further prone to the effects of 
visual noise. In this paper it was not our purpose to 
quantitatively compare our algorithm to other lip track-
ing algorithms. We thought it more instructive to get 
a qualitative measure of how effective the algorithm is 
within a speaker dependent word recognition applica-
tion. To this end we have recorded our own database 
ensuring we have large amounts of reasonable resolution 
speaker dependent visual data captured under typical 
lighting conditions for the purposes of word recognition. 
We chose ten words for the recognition task where the 
data was collected from a single speaker using SGI 02 
workstation and Panasonic VSK0537 digital camera. 
The recordings had the following characteristics: 

• ten words from 'one' to 'ten'; 

• each word has 16 examples; 

• video captured at 25 fps; 

• captured at standard 720x576 PAL resolution; 

• video recorded under normal lighting and audio 
levels; 

Using HTK ver 2.2 [11] the continuous video sequences 
were automatically transcribed into their respective 
digits using a HMM recognition technique on the syn-
chronous audio with all silence segments being re-
moved. The audio was not used for the tests conducted 
subsequently for word recognition from lip features. 
Each video sequence then had the eyes and mouth man-
ually located with the distance between the eyes being 
used as a measurement of scale. The mouth region of 
interest (ROI) for each speaker was extracted with the 
eye distance being used to normalise for scale thus giv-
ing a 140x120 intensity image of the mouth an example 
of which can be found in Figure 1 (a). 

Due to the small size of the training/testing set recog-
nition tests were performed using the 'leave-one-out' 
method ie: ·fifteen utterances were used for training 
and one for testing for each individual digit. The whole 
procedure was repeated sixteen times. The actual word 
recognition system was made very simple so as to gauge 
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the effectiveness of the lip features and not the recog-
nition system itself. A left to right two mixture five 
state HMM was used for the word models. The resul-
tant contour features from the lip tracking algorithm 
in this paper are of too high a dimensionality d (ie. 
for testing d = 100) to be used in a HMM recogniser 
due to singularities. Therefore, the weights b from the 
ASM, as described in Equation 3, were used as visual 
features due to their low dimensionality (ie. for test-
ing d = 7). For further performance improvement the 
recogniser was fed a vector of static ASM weights con-
catenated with their respective delta weights calculated 
from adjacent frames. The recognition results can be 
seen in Table I. 

ONE TWO THREE FOUR FIVE SIX SEVEN EIGHT NINE TEN 
ONE 16 0 0 0 0 0 0 0 0 0 
TWO 0 15 1 0 0 0 0 0 0 0 

THREE 2 0 14 0 0 0 0 0 0 0 
FOUR 0 0 0 16 0 0 0 0 0 0 
FIVE 0 0 0 0 16 0 0 0 0 0 
SIX 0 0 0 0 0 15 0 0 0 1 

SEVEN 0 0 0 0 0 1 14 0 0 1 
EIGHT 0 0 0 0 0 0 0 16 0 0 
NINE 0 0 0 0 0 0 0 0 16 0 
TEN 0 0 0 0 0 0 0 0 1 15 

Table I: Confusion matrix of word recognition results 
with overall recognition accuracy of 95 %. 

7 Conclusions 

A technique for tracking lips using GVF force fields 
in conjunction with ASM an trained on typical outer 
labial contours, has been presented. Experiments were 
conducted on our database so as to gauge the effective-
ness of the tracking system under trying conditions. 
Results have shown the tracking system to be quite ef-
fective with an overall recognition accuracy of 95 %. 
The system also demonstrated an insensitivity to the 
visual noise qualitatively described in Section 5.1, with 
the ability of making an estimate of the labial contour. 
The confusion matrix shown in Table I demonstrates 
the effectiveness of our technique, within a speech read-
ing context, as the HMM based automated speech read-
ing engine was able to distinguish individual digits in 
all but a few instances. 
The algorithm in its current form has been only tested 
for speaker dependent situations. Some of our future 
work shall concentrate on formulating a speaker inde-
pendent algorithm for use in wide spread AVSP appli-
cations. Our system acts as a good post processing tool 
for extracting a labial contour from a potential image. 
The syntactic information used within our technique 
along with its robust nature can make up for deficien-
cies currently existing in chromatic based lip tracking 
techniques. 
The technique still has some problems associated with 
it in the creation of the GVF force fields. Some of our 
future work shall concentrate on expediting the formu-
lation of the G VF force fields so as to allow this system 
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to be used in a real time system within AVSP applica-
tions. 
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Abstract 
In this paper, we propose a modified pyramidal 

algorithm, which uses multi-type orthogonal wavelets to 

detect the best features of hybrid signals based on a 

proposed weighted energy calculation. The recognition 

model is based on the back-propagation learning 

algorithm. The simulation results show that fewer 

iterations are required for training the neural network and 

better performance in feature detection is achieved when 

using the multi-type orthogonal wavelets than with a single 

wavelet. 

Keywords: Wavelet Analysis, Signal Features, Neural 

Networks. 

1. Introduction 
The objective of this research is to investigate the 

detection of various signals. The Wavelet Transform (WT) 

enables us to obtain a Multi-Resolution Analysis (MRA) of 

the signal. Moreover, it has been shown to have 

advantages over other techniques, such as the Fourier 

transfonn, windowed Fourier transfonn, Wigner 
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distribution and Cosine packet, in detecting signals with 

discontinuities and sharp spikes, denoising and data 

compression [1,2,5,7,9,10,12]. There are quite a number of 

wavelets; the most conunon are the orthogonal wavelets 

such as Daubechies, Haar, Coiflet, Beylkin, etc. Even 

though they share the same basic properties, i.e., 

orthogonality, they differ in the complexity, the 

smoothness and the order. The wavelet transform is a 

promising technique for the time-frequency analysis 

because it can characterize the local regularity of the 

signals by decomposing them into elementary building 

blocks, which are well localized both in time and 

frequency [8, 11]. Each signal can be represented by a 

linear combination of wavelets. The signal in the WT is 

represented by the mother wavelet, 'P(t), (a representation 

of the details of the signal, i.e., the high frequency 
components) and the scaling function, <l>(t), (a 

representation of the shape of the signal, i.e., the low 

frequency components). The function 'f'(t) has to satisfy 

two conditions: Localization and oscillation. In the case of 
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localization, '¥(t) decreases rapidly to zero when ltl ~ 00, 

while oscillation indicates that '¥(t) vibrates like a wave. 

The wavelet function '¥(t) generates the other 

wavelets from the same family by changing the scale a and 

its translation in time b. The above definition can be 

expressed as follows: 

\{J(a,b)(t) = .fa- \{1( f: b) (1) 

where a > 0 and b E R. 

Using Eq. (1), the discrete wavelet transform 

(D WT) can be expressed as follows: 
00 

C DWT(x,y) = a~xlz J j(t)\!1• (a~xt- yb0 )dt (2) 
-00 

where x and y are the dilation and translation factors, 

respectively. 

The equations that control the scaling f/i..t) and 

mother l{l(t) wavelets are given as follows: 

r/J(t) = Lh(k)Ji,p(2t- k) (3) 
kEZ 

'I'(t)= L.g<k)J2rfJ<2t-k) (4) 
kEZ 

where Z is the complex domain. 

The sequences h(k) and g(k) are the QMFs and 

they are known as lowpass and highpass filters, 

respectively (11]. The relationship between h and g can be 

described by the following equation: 

g(n) = (-trh(I-n) (5) 

There are a wide range of applications that utilize 

the concept of wavelets in the literature, mainly data 

compression and de-noising [7,9,10]. Wavelets are also 

used as a pre-processing stage in pattern recognition [7 ,9]. 

Our focus in this research is to introduce a new technique: 

The application of multi-type wavelets to extract the 

largest number of features possible for a wide variety of 

signals. A sample set of four orthogonal wavelets has 

been used for simulation, which are Coiflet-5, Symmlet-8, 

Vaidyanathan, and Beylkin as shown in Figure 1. This set 

by no means excludes the other types of orthogonal 

wavelets found in the literature. This technique can be 

easily applied to other types of signals taking into 
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consideration the type of wavelets chosen in the 

competition. 

2. The Modified Pyramidal Algorithm 

The modified pyramidal algorithm, using multi-

type wavelets, is used to get a robust detection for the best 

features of any desired signal. The idea of the modified 

pyramidal algorithm is the same as that of the pyramidal 

algorithm presented in [1, 10] but with multi-paths, since at 

each step (scale) we select the wavelet which gives the 

best coefficients based on the maximum weighted energy 

value for that specific scale. The weighted energy value is 

defined as the amount of weighted energy contents within 

a specific scale. In other words, the weighted energy value 

is a measure of the various significant features detected by 

different wavelets within that scale. The weighted energy 

calculation is discussed in detail in section 3 below. The 

chosen coefficients will be stored with an index value 

indicating the winning wavelet. Figure 2 shows the block 

diagram of the modified pyramidal algorithm, where m is 

the number of wavelets used in the competition process. In 

this figure, a multi-path wavelet analysis is presented 

where each path represents a different wavelet. Also, this 

algorithm implies concurrent processing since all of the 

wavelet analysis decomposition can be done 

simultaneously. 

The number of scales used in the algorithm is 

highly dependent on the number of coefficients needed to 

represent a certain signal and its features. For example, a 

periodic low frequency signal with fewer harmonics can be 

represented by a small number of coefficients, while a 

transient non-periodic signal needs a large number of 

wavelet coefficients. ln this paper, a wide range of signals 

is considered which makes it difficult to fix a specific 

number of coefficients for further investigation. All of the 

signals used in this paper consist of 512 points. Using the 

MRA, a total of 8 scales of wavelet decomposition is 

generated as follows: The number of input signal data 

points is equal to 512 (21 where J = 9), and therefore, the 

number of wavelet coefficients is 512. The coarsest level 

(L) is chosen to be 2, and therefore, the number of scales is 

8 (J-L+ 1) scales. 
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The parameter zL represents the number Of 

coefficients in the frrst (coarsest) scale and J represents the 

dyadic number of the input signal. Table I illustrates the 

distribution of scales and coefficients in the pyramidal 

algorithm. 

3. Simulation Results 

The objective of this paper is to extract features 

from complex signals and make them suitable for a neural 

network (NN) to classify. This paper is not concerned with 

the problem of reconstructing these signals. The technique 

described in the previous section depends on calculating 

the wavelet coefficients of the desired signal using single 

and multi-type wavelets. These coefficients are then 

applied to a NN to detect the desired signal based on its 

best features [4,6]. Figure 3 shows the proposed model. 

The binary outputs of the NN can be one of the six input 

signals as follows: HeaviSine (Sl), Bumps (S2), Blocks 

(S3), Doppler (S4), Ramp (S5), and Cusp (S6). These 

signals are shown in Figure 4 and are chosen based on 

their dynamic characteristics, which include the shape, 

frequency, and complexity. The outcome of our study, 

however, is not limited to these signals for it can be 

generalized to a variety of signals with a wide range of 

properties. The inputs of the NN are the energy value of 

the coefficients for each scale. The study aims at 

decreasing the input size of the NN, without decreasing the 

information content of the signal and degrading the 

detection performance [6]. 

The weighted energy value (E) of the wavelet 

coefficients [3] is calculated using the following equation: 

E = :Lc;ln(c;), n =2M-\ ... ,2M (6) 
n 

where c is the wavelet coefficient for the scale M For each 

scale, we select the wavelet coefficients that have the 

maximwn E, i.e., the most effective ones. The selected 

coefficients, for either the single wavelet or multi-type 

wavelets, are applied to the NN as shown in Table I, where 

the nwnber of WT coefficients is 512. The selection of 

these coefficients is based on a soft thresholding 

teclmique, in which the coefficient is kept if it is above the 
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statistical mean (threshold) of the scale coefficients or is 

replaced by a zero otherwise. 

Each scale can be divided into a number of 

frequency bands. The E value can be used to quantify the 

average energy value in the band. It is important to note 

that each band is presented by weighted energy value, i.e., 

the sum of the absolute value of the coefficients inside that 

band. Therefore, each scale contains new effective values 

representing the weighted energy calculated by Eq. (6), 

which are then applied to the NN. Table II shows theE 

calculations of the multi-type wavelets coefficients for the 

Doppler signal (see Figure 4). The italics bold numbers in 

the table are related to the wavelet of the maximum E 

value at a specific scale. According to Table II, the 

following wavelets have been selected based on the E 

criterion: Vaidyanathan (scale 8), Coiflet-5 (scale 7), 

Symmlet-8 (scale 6), Vaidyanathan (scale 5), Symmlet-8 

(scale 4), Symmlet-8 (scale 3), Coiflet-5 (scale 2), and 

Vaidyanathan (scale 1). 

Figures 5 and 6 show the .MRA of the Doppler 

signal for the single wavelet (Coiflet-5) and the multi-type 

wavelets, respectively. Based on the E value calculation, 

better feature representation of the signal is achieved using 

the multi-type wavelets than that of the single wavelet in 

all scales. The selected WT coefficients at each scale are 

then transformed into energy values and represented as 

inputs to the NN model shown in Figure 3. The input to 

the NN represents the energy nodes. 

In general, the number of inputs used in the NN 

varies depending on the application and totally based on 

experimental estimation. For the signals under study, the 

output of the WT model consists of 512 coefficients. These 

coefficients are distributed as illustrated in Table I. This 

results in 44 effective values as input to the NN. We 

choose one hidden layer with 12 neurons, i.e., twice the 

number of the output neurons. The three-layer feedforward 

NN employing the back-propagation learning algorithm 

were trained and tested using WT coefficients of either 

single wavelet or multi-type wavelets. The activation 

function of the NN is of sigmoidal type, where the outputs 

range from 0 to I . 
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The NN was trained using 36 patterns, where 

there are six various patterns for each signal S l through 

S6. ·White Guassian additive noise was used to generate 

the patterns for each signal. The classification error was 

0.01. The result of the simulation is as follows: 

• 

• 

• 

• 

Single-type (Coiflet-5) wavelet with a total 

number of iterations = 6612. 

Two-type (Coiflet-5 and Symmlet-8) wavelets 

with a total number of iterations = 5628. 

Three-type (Coiflet-5, Symmlet-8, and 

Vaidyanathan) wavelets with a total number of 

iterations = 5898. 

Four-type (Coiflet-5, Symmlet-8, Vaidyanathan, 

and Beylkin) wavelets with a total number of 

iterations = 5700. 
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detection rate in some cases at the expense of higher 

training iterations. In Table VI, the network was not 

efficient in detecting the HeaviSine signal (S 1 ), since the 

shape of this signal is similar to that of the Blocks signal 

(S3). The effect of using multi-type wavelets on the 

number of iterations is illustrated in Figure 7. This figure 

shows that a large number of iterations is needed when a 

single wavelet is used. This number decreases when two or 

more wavelets are used. 

4. Conclusion 

This paper deals with the detection of signal 

features using the multi-type orthogonal wavelets and the 

back-propagation NN. A modified pyramidal algorithm is 

introduced and used to detect the best features of hybrid 

signals using the multi-type orthogonal wavelets. This 
In the multi-type wavelets, we use the E algorithm selects the best coefficients based on E 

calculation to decide on which wavelet coefficients to use 

at each scale of the MRA. 

Based on the above results and depending on the 

number of iterations for training the NN, we conclude that 

the multi-type wavelets are more powerful and better than 

the single wavelet, and the number of the iterations for 

multi-type wavelets are smaller than that for the single 

wavelet. 

Tables 3 through 6 illustrate the results of testing 

the NN using single wavelet and multi-type wavelets with 

SNR = 2 dB. The noise used in the simulation is additive. 

The outputs 1 through 6 are the outputs of a three-layer 

NN, where the values shown in the tables are obtained by 

passing Sl through S6. If the value of the output is close to 

1, e.g., "Output 2" in Table Ill, it means that the NN has 

classified signal "S2" as its desired output. In Table Ill, the 

network was not efficient in detecting the Ramp signal 

(S5) since it shares a number of common features with the 

Blocks signal ($3), especially in the high frequency scales. 

This problem has been solved using the multi-type wavelet 

analysis with Coiflet-5 and Symmlet-8 wavelets as shown 

in Table IV. Its performance was effective in both the 

detection rate and in the reduced number of training 

iterations. The addition of more wavelets to the multi-type 

wavelet analysis, as shown in Table V (Vaidyanathan is 

added) and in Table VI (Beylkin is added), promotes better 
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calculation. It is shown that multi-type orthogonal 

wavelets require less number of iterations for training the 

NN and better classification rate than that of the single 

wavelet. Therefore, higher performance in detecting signal 

features is achieved when using the algorithm presented in 

this paper. 
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Figure 1 The orthogonal wavelets used in the simulation: Coiflet-5, Symmlet-8, Vaidyanathan, and Beylkin 
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Figure 2 The block diagram of the modified pyramidal algorithm. 
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Figure 5 A multi-resolution decomposition for the Doppler signal using a single wavelet (Coi:flet-5). 
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Figure 7 The effect of using multi-type wavelets on the number of training iterations, where C, S, V, and B stand 
for Coiflet, Symmlet, Vaidyanathan, and Beylkin, respectively. 
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Scale Number of Number ofEffective 
Coefficients Coefficients 

8 (2"8) 256 2 
7 (2"1) 128 2 
6 (2"()) 64 16 
5 (2"' ) 32 8 
4 (2-") 16 8 
3 (2-J) 8 4 
2 (2"') 4 2 
1 (2"1) 4 2 

Total 256 44 

Table I Blocks distribution of the WT coefficients. 

Scale Coiflet-5 Symmlet-8 Vaid_yanathan Be_ylkin 
8 3.7017 2.4438 5.4041 4.167 
7 11.7399 7.5089 8.6989 9.4484 
6 20.4305 86.2138 23.177 26.326 
5 91.8172 13.0517 231.8203 208.3928 
4 301.3951 477.8957 114.3342 315.6323 
3 778.7992 790.2429 713.4751 450.4604 
2 682.9283 423.8118 33.7709 495.3158 
1 136.6075 261.5702 822.2191 247.2705 

Table ll The entropy calculations for the Doppler signal. 

Signal Type Output 1 OutQ_ut 2 Output 3 Out.l_:)ut 4 Output 5 Output 6 
S1 0.597 0.050 0.004 0.018 0.002 0.004 
S2 0.014 0.962 0.043 0.033 0.005 0.011 
S3 0.001 0.090 0.946 0.010 0.014 0.025 
S4 0.012 0.323 0.153 0.419 0.004 0.001 
ss 0.002 0.005 0.396 0.006 0.483 0.033 
S6 0.004 0.000 0.167 0.000 0.032 0.950 

Table m Neural network testing results using Coiflet-5 wavelet. 

Signal Type Output 1 Output 2 Output 3 Output 4 Output 5 Output 6 
SI 0.800 0.018 0.214 0.035 0.000 0.002 
S2 0.008 0.966 0.046 0.022 0.025 0.005 
S3 0.022 0.077 0.946 0.008 0.000 0.020 
S4 0.016 0.143 0.022 0.833 0.029 0.000 
ss 0.001 0.110 0.003 0.038 0.717 0.008 
S6 0.003 0.001 0.063 0.000 0.042 0.885 

Table IV Neural network testing results using Coiflet-5 and Symmlet-8 wavelets. 
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Sig_nal Type Output 1 Output 2 Output 3 Output 4 Output 5 Output 6 
S1 0.553 0.004 0.473 0.009 0.010 0.002 
S2 0.003 0.968 0.029 0.014 0.029 0.003 
S3 0.011 0.154 0.850 0.049 0.011 0.001 
S4 0.007 0.084 0.126 0.752 0.008 0.001 
ss 0.002 0.061 0.008 0.004 0.890 0.021 
S6 0.007 0.001 0.004 0.001 0.084 0.918 

Table V Neural network testing results using Coi:flet-5, Symmlet-8, and Vaidyanathan wavelets. 

Signal Type Output I Output2 Output 3 Output4 Output 5 Output 6 
SI 0.401 0.003 0.519 0.021 0.019 0.001 
S2 0.003 0.940 0.043 0.018 0.032 0.005 
S3 0.013 0.067 0.931 0.030 0.018 0.001 
S4 0.006 0.107 0.078 0.750 0.013 0.001 
ss 0.002 0.059 0.014 0.007 0.763 0.031 
S6 0.007 0.001 0.009 0.001 0.089 0.925 

Table VI Neural network testing results using Coiflet-5, Symmlet-8, Vaidyanathan, and Beylkin wavelets. 

A ustralian Journal of Intelligent Infonnaiion Processing Systems Volume 6, No.3 



192 

A Systolic Array Architecture for Wavelet-Based Time-
Delay Estimation 

Moussa Abdallah1
, Souheil Odeh2 and Samir Shaltaf 

I. Department of Electronics Engineering 
Princess Sumaya University, College for Technology 

Amman 11110 Jordan 
Email: moussa@rss.gov.jo shaltaf@rss.gov.jo 

2. Department of Computer Engineering 
University of Jordan 

Amman 11942 Jordan 
Email: odeh@fet.ju. edu.jo 

Volume 6, No.3 Australian Journal of Intelligent Information Processing Systems 



Abstract 
In this paper, we propose a highly efficient systo/ic array 
architecture to implement a wavelet-based algorithm, 
which uses the maximum likelihood technique to estimate 
the time delay with various shapes. The WT-based 
technique shows effective results when compared to a 
DCT-based algorithm especially for transient and. sharp 
delays, and in the case of noisy data. Soft-thresholding 
technique is used to implicitly remove the noise or the 
unwanted signal. The systolic array architecture 
significantly reduces the computational complexity of the 
WT-based algorithm and improves its potential for real-
time applications. 
Keywords: Time delay estimation, systolic arrays, wavelet 
transform. 

1. Introduction 
Wavelet transform (WT) is a relatively recent research area 
in signal processing. The idea of the time-frequency 
localization was very attractive to many researchers in the 
early days (1-7], especially when the signal of interest is 
non-stationary. The wavelet transform has shown 
advantages over other techniques, such as Fourier 
transform, windowed Fourier transform, Wigner 
distribution and Cosine packet, in detecting signals with 
discontinuities and sharp spikes, denoising and data 
compression (8-10). There are quite a number of wavelets; 
the most common are the orthogonal wavelets such as 
Daubechies, Haar, Coiflet, Beylkin, etc. These wavelet~ 
share the same basic properties, but they differ in the 
complexity, the smoothness and the order. Since wavelet 
transform is a promising technique for the time-frequency 
analysis, it can characterize the local regularity of the 
signals by decomposing them into elementary building 
blocks, which are well localized both in time and 
frequency [ 11-13]. Each signal can be represented by a 
linear combination of the wavelet coefficients. These 
coefficients are represented by the mother wavelet (a 
representation of the details of the signal, i.e., the high 
frequency components) and the scaling function (a 
representation of the shape of the signal, i.e., the low 
frequency components). 
The mother wavelet 'l'(t) generates the other wavelets from 
the same family by changing the scale a and its translation 
in time b. The above definition can be expressed as 
follows: 

\f(a,b)(t) = ~ \f(f :b) (1) 

wherea>Oandb eR 
Using eqn. (1), the Discrete Wavelet Transform (DWT) can 
be expressed as follows: 

ro 

CDWT(m,n) = a~m12 jJ(t)\f"(a~mt-nb0 )dt (2) 
-00 

where m and n are the dilation and translation factors, 
respectively. 
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The problem of time-delay estimation has received a quite 
good attention lately. It has many applications in areas 
such as radar, sonar, and conununication systems [14-17]. 
Generalized cross-correlation methods have been used in 
the estimation of a fixed time-delay. This method is aimed 
at finding the location of the peak of the cross-correlation 
between the two filtered inputs [18, 19). While Chan et a/ 
[20] proposes time-delay estimation based on approximate 
likelihood delay and a fast wavelet transform as a pre-
filter. In his method, Chan tries to emphasize the idea of 
pre-filtering using wavelet transform regardless of the type 
of the signal and the noise applied. The focus in the 
literature is widened to include the estimation of time-
varying delay [21-24], where the Least Mean Square 
(LMS) is used to correlate the filtered input data. 
Prediction of the peak of the signal results in the time-
delay estimation. An adaptive interpolated time-delay 
estimation was developed to track time-varying delay [25-
28]. The interpolation scheme by a fust-<lrder filter would 
calculate the time-delay threshold adaptively. Multipath 
time-delay estimation is introduced by Fuchs [29) where 
the number of paths and the associated delay were 
estimated. The method discussed in the paper is 
computationally intensive and highly dependent on the 
regularization term assigned. In all the techniques 
mentioned above, the number of iterations to reach a final 
solution is large compared to the technique proposed in 
this paper. 
An optimum architecture for the systolic array 
implementation of time-varying delay estimation based on 
WT transformation is developed. The architecture uses few 
VLSI elements such as multipliers, adders, multiplexers, 
demultiplexers, and shift registers, which makes the VLSI 
design simple and efficient. The systolic architecture 
improves the computational complexity of the WT -based 
algorithm, thereby improving its potential for real-time 
applications. The use of a systolic array architecture 
benefits the processing in terms of the computational " 
complexity by reducing the process to one requiring O{w) 
time, rather than O(w2

) required by the conventional 
version of the algorithm, where w is the data window size. 
This speedup is due to the parallel processing inherent in 
the design [31-33). 

2. Wavelet-based Time-delay 
Estimation 

Consider the following simplified model of a received 
signal: 

r(t) = s(t- d(t)) + w(t) (3) 
where the signal s(t) is a known function, d(t) is an 
unknown but nonrandom waveform. The signal w(t) is a 
zero-mean white Gaussian noise uncorrelated with s(t-
d(t)), and with spectral density of Ni2. Since the signal 
d(t) is non-random, it can be expanded in terms of a 

complete set of orthonormal functions {~;(t)};': 1 as 
follows: 

Volume 6, No.3 



194 

0() 

d(t) = Ld; tP;(t) (4) 
i=l 

where the coefficients d; are found using eqn. (2). 
Augmenting these coefficients together in a vector d = 
[ dl , d2, ... f , where T denotes matrix transposition, results 
in 

00 

s(t -d(t)) = s(t- L.d; tP;(t)) =s(t,d) (5) 
i=l 

Hence, the problem of estimating a continuous-time signal 
d(t) is reduced into a multiple parameter estimation of the 
vector d. The log-likelihood function [17} for the observed 
data in eqn. (2) is 

2 T 
In A[r(t), D] = -f r(t)s(t,D)dt 

No o 
1 T - --J s 2 

( t ,D ) dt (6) 
No o 

where D = [D1• D2, ... f is the estimate of the unknown 
transformed delay vector d. This technique is called the 
maximum likelihood estimate of d because it maximizes 
the log-likelihood function in eqn. (6). Applying the 
steepest ascent search to eqn. (6) results in the following: 

J5 t = J5 j + a; 0 ln [A ( r ( t), I)- ) ] 
ofJj 

i = l, ... , N (7) 
where "+" and "-" signify the new and the old ;th 
coefficient estimate, D- is the previous transformed 
delay vector estimate, and U; is a convergence parameter. 
Simplifying eqn. (7) results in 

J5t == J5i + p .J[r(t)- s(t, if)] os(t,J) -) dt (8) 
I 0 /} "'-D; 

2 
where the convergence parameter P; = -u; . The 

N o 
derivative term in eqn. (8) is found to be 

Cl() 

8s(t ,JY) = _as_(t_-......:."[-==l~b_;_~_k (_t)_) 

Hence, eqn. (8) is rewritten as: 
T oo 

fJ,+ = .8;- - f3; J [r(t) - s(t - ~ iJ;; ~k (t))] 
0 k=l 

(10) 

The discrete form of eqn. (10) is 
N 

bt(n)= b-(n)-r, 1: [r(n)-s(n-J[(n)) 
1Fl 

"' 8s(n- J;- (n)) 
'l';(n) ,.. 

o(n-d;(n)) 
I 

(11) 

where J ;- ( n) = 1: b; ~ k (n) is the previous delay 
k=l 

estimate using only the first I transformed coefficients, 
<I> k ( n) is the Jlh wavelet coefficients, N is the complete 
data window size, and Yi is a convergence parameter. If I= 

N, then the complete orthonormal set is used to produce 
the delay signal. The wavelet transformation has an 
excellent energy compacting property [23]. This property 
means that few transformed coefficients will be needed to 
represent the signal while the rest of the coefficients will 
have negligible values. Hence, a very good replica of the 
original signal can be obtained by using these few 
coefficients. This means reduced amount of computation is 
required in the estimation process. 
Online time-delay estimation is performed by 
implementing eqn. (11) over a moving window of the 
received data r(n), where n is the time index of the present 
data. The data window includes M points, that is, the 
present data and the previous M-1 data points {r(n-M+ 1), 
... , r(n-1), r(n)}. Hence, eqn. (11) becomes 

n 
bt(n) =bi(n)-Y; L [r(m) -s(m-d/(m))] 

m=n-M+l 

<!>;(m) os(m-~~(m)) 
o(m- dz (m)) 

(12) 

where J5 ;+ ( n ) now signifies the ;th WT coefficient for the 
data block which starts at n-M+ 1 and ends at n. The 
estimated delay signal over the time window {n-M+ 1, ... , 
n-1, n} is obtained by the following formula: 

I 
J;-(m) = :Lb;~k(m) m = n-M+l, ... , n (13) 

k=l 

where the delay signal J.;- (m) can be evaluated only for 
m = n, or for any previous time down ton-M+ 1. Therefore, 
depending on how the window is moved, the delay 
estimate can be obtained online, by sliding the window by 
one point only. This means that the present window shares 
the latest M-1 data points with the previous window. The 
non-shared data point is the most recently received data 
point r(n) . Also, near-online delay estimate can be 
achieved by letting the present data window have the most 
recent I data points, where l<M. This represents an 
overlapping between adjacent windows by M-1 points. 
Block delay estimate can also be performed. This is 
achieved by letting the present data window have the M 
most recent data points. This results in non-overlapping 
windows. The resulting delay estimates may have 
discontinuities especially at interval ends. The near-online 
or block delay estimation can be used when processing 
time of the algorithm takes more than one sampling 
interval. 
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In the following section, the soft-thresholding technique 
used in the systolic architecture is discussed. The 
technique is adaptive and is based on Stein 's Unbiased 
Risk ·Estimate (SURE) [8]. Basically, this technique 
estimates certain threshold based on the data available. 
Any value below that threshold is considered zero and all 
the data above the estimated threshold remain unchanged. 
Using the SURE method, we double filter the data, first by 
applying the wavelet transform and then by applying the 
SURE technique. This technique can be implemented 
using the following: 

Assume C1 =ur and Ai =[x:t. where X 1 is a 
sorted array of the input data from 1... n. Let's define risk 
as the calculated weighted minimum value and T as the 
calculated threshold value. risk can be calculated using the 
following equation: 

risk ~n-2ti+[tx,' +C1A1 I, (14) 

k = min(risk) 
T=X(k) 

-{X; X; ~T} X . -
' 0 X; <T 

3. Algorithm Development 

(15) 
(16) 

(17) 

In this section, the algorithm that implements the wavelet-
based time-delay estimation is developed. The algorithm 
can be divided into four different blocks: The wavelet 
transform block, the inverse wavelet transform block, the 
soft-thresholding block, and the time-delay compensation 
block. The wavelet transform and the inverse wavelet 
transform are of the orthogonal type. The variables used in 
the algorithm are defined as follows: Sw and rw are the w-
length sending and receiving arrays, respectively, while 
dsdw, and tw are the w-length derivatives of the sending 
array and the estimated time-delay array, respectively. 
Step 1: Initialize Sw, rw, dsdw, and tw 
Step 2: Setup the following w-length blocks (i=1 for the 
first iteration) 

Sw = s[i:i+w-1] 
rw = r[i:i+w-1) 
dsdw = dsd[i:i+w-1] 
tw = t(i:i+w-1] 

Step 3: Compute the following: 
temp = rw- Sw 
temp = temp * dsdw 

Step 4: Perfonn the wavelet transfonn (FWT) where the 
qmf is the wavelet coefficients of a specific type and e is 
the convergence parameter. 

Dw = FWT (temp, qmf) 
Dw =Dw·e* Dw 
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Step 5: Apply the so:ft-thresholding technique. Lis a 
predefined parameter that specifies the number of levels in 
which the soft-thresholding is effective. 

Dw =soft-threshold <Dw. L) 

Step 6: Perfonn the inverse wavelet transform (IWT). 

Step 7: Prepare the output for the new iterations 

t-dfw = tw- dtw 
Sw = sin (it * t-dtw) 
dsdw =it * COS (it * t-dtw) 

Step 8: Repeat steps 3 through 7 until convergence occurs. 
Step 9: Repeat steps 2 through 8 for the next packet in the 
incoming signal. 

4. Systolic Architecture 

4.1 Architecture Description 
This section presents the systolic architecture that 
implements the online wavelet-based time-delay 
estimation algori.tlun using the maximum likelihood 
technique. The architecture shown in Fig. 1 is responsible 
for the computation of the main loop (steps 3 through 7) 
which is repeated either a fixed number of times or until 
convergence occurs. It is important to note that all 
operations of this architecture are performed in a pipelined 
fashion without any loss in time cycles. The inputs to the 
architecture are: Sw WhiCh is the generated Signal, rw WhiCh 
is the input signal (i.e., signal plus noise), dsd .. which is 
the derivative of the input signal, t., which is the·time, and 
qmf which is the Q-point orthononnal quadrature mirror 
filter coefficients. Coiflet-3 is chosen in the 
implementation of this architecture (Q=18). w is the data 
window size. The index i spans the range from 1 to N-w+ 1 
by L-point increments, where N is the number of samples. 
The output of the architecture is the w wavelet coefficients 
(w = 16), which are stored in the WC vector. Although the 
presented architecture is designed for the online scheme 
where L = 1, ifis also suitable for use in the other two 
schemes, namely, the block-wise (L =M) and the near-
online versions of the algorithm, where the window size 
can be any value between 2 and M-1. The systolic 
architecture shown in Fig. 1 is for Q = 18, w = 16 and L = 
I. Only 16 wavelet coefficients (w = 16) are considered in 
this architecture for simplicity of presentation and without 
loss of generality, since this architecture is readily 
extendible to any number of wavelet coefficients. The 
operation of this architecture is described in the following. 

The s .. , r .. , and dsdw inputs are fed to an add-multiply unit 
(AMU). The operation of the AMU is shown in Fig. 2. The 
output of the AMU is fed to the X shift register, which is 
partitioned into two 8-bit shift registers: X u and XL. Since 
the QMF filter type to be used is known and fixed, it is 
assumed that its coefficients are precomputed and stored in 
two systolic arrays specifically designed to perfonn 
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periodic convolution of the pre-stored filter coefficients 
with the input signal. These arrays are used to compute the 
forward as well as the inverse wavelet transforms. The first 
convolution array (CONV1) stores the mirror QMF filter 
which is obtained by applying the ( -1 i modulation to the 
filter. The second convolution array (CONV2) is a bi-
directional array, which stores the QMF filter coefficients 
and can be used in either the forward or reverse direction. 
The operations of the first and second convolution arrays 
(CONVl and CONV2) are shown in Figs. 3 (a) and (b), 
respectively. In these figures, D represents a delay register. 
When computing the forward wavelet transform, the input 
to CONVl is the Q + w sequence [xi6 x1 x2 .. . xi6 x1 x2 ... 
xi6 xi] and every other point of the last w points of the 
convolved output is taken to the WC register, constituting 
the last w/2 wavelet coefficients. The input to CONV2, 
which is used in the reverse direction, is the Q + w 
sequence [xi x2 ... x16 x1 Xz ... xi6 x1 Xz] and every other 
point of the last w points of the convolved output is fed 
back to the XL register, constituting the input signal for the 
next iteration. The convolution operation is performed one 
more time in order to get the first w/2 wavelet coefficients. 
In this iteration, the input to CONVl is (xs x1 ... x8 x1 ... x8 
xi ... x8 xi] and the input to CONV2 is [x1 . . . x8 xi .. . xs x1 
. . x8 x1 x2]. The first w/4 wavelet coefficients are taken 
from CONV2, whereas the next w/4 wavelet coefficients 
are taken from CONVl. The outputs of the WC and Dw 
vectors are fed to a multiply-add unit (MA U), which 
updates the Dw vector and stores it back in the Dw shift 
register. The operation of the MAU is shown in Fig. 4. 
Note that the Dw register is initially set to zeros. 

The contents of the Dw shift register are fed to a multiplier, 
which squares the values before entering the sorter array 
(S). The operations of the Sorter Unit (SU) and the sorter 
array are shown in Figs. 5 (a) and (b), respectively. Note 
that the m; 's are initially set to the largest negative value. 
The squared, sorted output is fed to the SS register and to a 
summer unit (shown in Fig. 6) to produce the cumulative 

j 

sorted sum of the inputs, that is, the value B1 = L X;
2 

. 
i=I 

Note that the SS register contains both the sorted as well as 
the squared and sorted values. These values are stored in 
the B register. The SS vector, the B vector, and the 4-bit 
counter output are fed to a MAU whose output is fed to an 
add-add unit (AAU) (shown in Fig. 7) to produce the risk 
factor (eqn. 14). The risk factor is fed to the same S sorter 
to find the minimum factor with its rank k (eqn. 15). The 
original value corresponding to this rank constitutes the 
threshold value T (eqn. 16). This value as well as the Dw 
vector are fed to a comparator in order to perform hard 
thresholding as illustrated in eqn. ( 17). The output of the 
comparator is fed to the X shift register in order to use the 
same convolution arrays to compute the inverse wavelet 
transform, which is explained in the following. 

The input to CONVl is the Q + w/2 sequence [x1 0 x2 0 .. . 
x4 0 xi 0 x2 0 ... x4 0 x1 0 x2 0 .. . x4 0 x1 0]. The zeros, 
which are needed in the upsampling process, are fed to the 
array via the MUX units at the input of each array. The 
input to CONV2, which is used in the forward direction, is 
the Q + w/2 sequence (0 XI 0 x2 ... 0 x4 0 XI 0 x2 .•. 0 x4 0 

x1 0 x2 . .. 0 x4 0 xi]. The last w/2 outputs of the two 
convolution arrays are added up via a summer to produce 
the input signal for the next iteration. The convolution 
operation is performed one more time in order to get the w 
time-delay coefficients. In this iteration, the input to 
CONVl is [xi 0 Xz 0 ... xs 0 xi 0 ... x 8 0 x1 0) and the input 
to CONV2 is [0 x1 0 x2 . . . 0 x8 0 x1 ... 0 x8 0 xi] . These 
coefficients are stored in the X shift register. 

This new X vector is used to compute the time delay. This 
is done via another AMU which accepts the tw, .0, and X as 
inputs, and outputs the time delay (times Q) values 
necessary to compute the updated Sw and dsdw vectors. The 
time delay generated by this AMU is fed to the zigzag-
shaped systolic array (shown in Fig. 8), which computes 
the sine and cosine of time delay values. It is important to 
note that the architecture of Fig. 1 implements the 
computation of these two trigonometric functions as an 
important special case under the assumption that the input 
is a sinusoidal signal. The general case is to have any input 
signal with its values pre-stored in a table. Then the 
process of updating the sw and dsd... vectors is through 
table lookup and performing linear interpolation. 

The zigzag-shaped systolic array consists of six multiply-
multiply-add units (MMA Us) , the operation of which is 
depicted in Fig. 9. The array on the left side computes the 
sine and the other array computes the cosine using the time 
series expansion of these trigonometric functions up to 
four levels. If better accuracy is needed, more MMAUs 
can be cascaded. The factorial constants need not be 
generated at each computation since they are pre-stored in 
the MMAUs. The output going downward in each array 
represents the accumulated sum, whereas the output going 
diagonally from one array to the other carries the time 
delay value and the corresponding power of this value. The 
output of the left-hand array (the sine array) is fed to the s,. 
shift register and the output of the right-hand array (the 
cosine array) is fed to the dsdw shift register via a MUX. 

4.2 Complexity Issues 
The systolic architecture shown in Fig. 1 uses minimum 
hardware components, which consists of nine shift 
registers of length w, two MAUs, two AMUs, one AAU, 
six MMAUs, one comparator, one sorter array, one 
convolution array, one bi-directional convolution array, 
one 4-bit counter, two multiplier units, one summer unit, 
and several MUXs and Dl\.1Xs. 

Since the addition and comparison operations are 
relatively inexpensive compared to multiplication, they are 
ignored in the comparison below. The architecture of Fig. 
1 requires 4Q + 5w + 10 floating-point operation (flops) 
per iteration to execute, whereas the MA TLAB program 
requires 3Qw + 7w + Q + 12 flops per iteration to execute 
on a Sequential Machine (SM). One flop is defined as one 
floating-point multiplication plus one floating-point 
addition. For the purpose of comparison, the number of 
flops per iteration is tabulated in Table 1 for two special 
cases. For the special case which is depicted in Fig. 1 
where Q = 18 (shown in Table 1), the architecture requires 
5w + 82 flops per iteration, whereas the sequential 
formulation requires 61w + 30 flops per iteration. For the 
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other special case shown in Table 1 where Q "" w,. the 
architecture requires 9w + 10 flops per iteration, whereas 
the sequential fonnulation requires 3w2 + 8w + 12 flops 
per iteration. In Table 1, the Speedup factor is defined by 
the processing time (in tenns of number of flops) in a 
single-processor machine divided by the processing time 
in the systolic processor of Fig. 1. 
The speedup in the computation using the systolic 
architecture is at the expense of the extra hardware used in 
this architectu:re compared with a single-processor 
machine. Another advantage of the systolic architecture 
other than the speedup is that when running the MA TLAB 
program on a sequential machine, MA TLAB requires 13 
"shift registers" to store the various vectors as opposed to 
the nine shown in the systolic architecture of Fig. 1. This 
difference comes from the fact that some vectors are no 
longer needed since the data contained in them is used as 
soon as they are generated, thereby, alleviating the need 
for storing them in registers. The systolic architecture 
presented in this section is simulated using MA TLAB. 
Figure 10 shows the results where a chirp delay is used. 
An optimum solution is achieved with a very few number 
of iterations (less than 100) as well as few numbers ofWT 
coefficients ( <16). The online version is also implemented 
and shown in Fig. 11. In both cases, Gaussian noise with a 
SNR. = 17dB has been added to study the effectiveness of 
the soft-thresholding technique used. The results shown in 
the Figures 10 and 11 indicate that the use of the WT and 
the soft-thresholding technique will improve the signal 
quality as well as the removal of the additive noise with 
the minimum numbers of coefficients. 

5. Conclusion 

This paper presents a systolic architecture with minimum 
hardware components for implementing the online 
wavelet-based time-varying delay estimation algorithm 
using the maximum likelihood technique. Although the 
presented architecture is designed for the online scheme, it 
is also suitable for use in the other two schemes, namely, 
near- online and block-wise versions of the algorithm. The 
architecture executes each iteration of the algorithm in 
0(4Q + 5w + 10) flops, whereas the sequential fonnulation 
requires 0(3Qw + 7w + Q + 12) flops. Two special cases 
were considered for comparison: when Q = 18, the 
architecture requires 0(5w + 82) flops per iteration, 
whereas the sequential formulation requires 0(61w + 30) 
flops per iteration, and when Q = w, the architecture 
requires 0(9w + 10) flops per iteration, whereas the 
sequential formulation requires 0(3w2 + 8w + 12) flops 
per iteration. The significant reduction of the 
computational complexity, which is achieved by the 
systolic architecture implementation of the online WT-
based time-delay estimation algorithm, improves its 
potential for real-time applications. · 
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Table 1: Comparison of the number offlops per iteration. 

Q= 18 Q=w 

No. of No. of No. of No. of 
w flops flops Speed up flops flops Speed up 

(Fig. 1) (SM) (Fig. l) (SM) 

4 102 274 2.7 46 92 2 

8 122 518 4.2 82 268 3.3 

16 162 1006 6.2 154 908 5.9 

32 242 1982 8.2 298 3340 11.2 

64 402 3934 9.8 586 12812 21.9 

128 722 7838 10.9 1162 50188 43 .2 
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Figure 9: The multiply-multiply-add unit (MMAU). 
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Corrections to "Shape capture, analysis and registration" 
By Rosalind Sadleir, AJIIPS, 

Volume 6 (1) pp 12-17 

Due to an error in production, a number of errors appeared 
in equations and symbols in this paper . We apologize to 
the author for these mistakes. The following amendments 
should be made to the text. 
• page 12, second column 
The equations should appear as 

h = Bsin fJ2 

sin(81 + 82) 

• page 13, first column 

(1) 

(2) 

The expression in the text midway down this column 
should read 

t = rj>T 

Volume 6, No.3 

• page 13, first column 
The last sentence of the section entitled "Surface sketching" 
should read 

" .. . can be as good as± 0.025 mm [4]." 
• page 13, top of second column 
The matrix equation should read 

• page 13, bottom of second column 
The equation should read 

[f] (4) 

(5) 
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Doctor of Philosophy 
Framing: supporting Change for a System as an External Activity 
John O'Neill 
DSTO C3 Research Centre, Australia 

This thesis demonstrates how computer systems can aid people in organisations conceiving 
situations that change an organisation's behaviour. The activity of changing an 
organisations's behaviour is external to the organisation, and involves negotiation with other 
institutions. The boundary objects being constructed and negotiated during this activity are 
intents. The intents of an organisation describe how the organisation is expected to behave 
by other institutions, and describe the relationships between the activities of different 
institutions and activity systems. These intents define a space for designing an organisation's 
structure and activity systems. 

A theory of framing is proposed that describes how people in organisations use intents to 
recognise real-world events that are relevant to an organisation, conceive situations, and 
construct new intents that can change an organisation's behaviour. Descriptions of intents are 
used as generative · metaphors for constructing the initial framing knowledge representations 
for framing the situation. The framing activity may involve redescribing concepts in the 
framing knowledge representation, constructing new intents that are used to coordinate 
activities across activity systems and institutions, and sometimes constructing new intents 
that change the behaviour of the organisation. 

A new knowledge representation technique called descriptive networks is developed to cope 
with the ephemeral nature of concept descriptions and the requirements of constructing 
framing knowledge representations. Sixteen framing elements are defined to support the 
theory of framing and the construction of framing knowledge representations. A system 
called FRAMER was developed to demonstrate how the theory of framing, the descriptive 
networks, and the sixteen framing elements can be used to aid people framing situations that 
change an organisation's behaviour. Two case studies are used to illustrate the utility of the 
theory of framing, the descriptive networks, the sixteen framing elements, and FRAMER. 

The major finding of this thesis is that reasoning about goals within an organisation is 
inadequate for understanding how an organisation's behaviour may change. Changing an 
organisation's behaviour is an externally negotiated activity to the organisation. The output 
of these negotiations are framing knowledge representations which describe how other 
institutions expect an organisation to behave. 
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Doctor of Philosophy 
A Swept Carrier Technique for Underwater Acoustic Communications 
Gareth Cook 
The University of Western Australia 
Centre for Intelligent Information Processing Systems 
Department of Electrical and Electronic Engineering 

Underwater acoustic channels present a number of challenges to the designers of 
communications systems. One of their most important characteristics is multipath 
propagation, which severely limits data rate and system reliability. This thesis addresses the 
problem of multipath propagation in underwater acoustic channels through the proposal of a 
novel communications signal. The signal design was inspired by a spectral measurement 
process known as time delay spectrometry (TDS). It has a form which identifies it with a 
class of signals previously defined as swept carrier signals. The original material presented 
in this thesis can be considered either a special application of TDS or an extension to earlier 
work in swept carrier communications. 

TDS was originally devised as a means of measuring the frequency response of loudspeakers 
in reverberant environments. As such, it has two characteristics which the signals proposed 
in this thesis seek to exploit, namely, multipath suppression and system estimation. 

Under certain somewhat idealised conditions the problem of multipath interference can be 
avoided through careful design of the swept carrier signal. Most of the theoretical results 
derived in this thesis assume such idealised suppression of multipath interference. 

The spectral characteristics of the swept carrier signal were examined through use of 
convenient intuitive approximations and also through rigorous mathematical analysis, 
resulting in expressions for the power density spectrum. The error performance of the swept 
carrier signal was determined for a particular subclass of discrete multipath channels, (which 
includes the A WGN channel). 

The proposed communications technique was observed to be similar in principle to the 
classical frequency stepping approach commonly supported in many commercial acoustic 
modems. The channel conditions under which the proposed technique would be considered 
appropriate coincide with the conditions normally associated with the frequency stepping 
approach. It was shown that in certain discrete multipath channels, the swept carrier 
technique is superior to the classical approach, both in terms of error performance and 
bandwidth efficiency. 

An experimental communications system was developed which made use of largely non-
specialised hardware. The successful trial of this system revealed the suitability of the 
technique for practical implementation. The field work also incorporated unusual channel 
sounding techniques, using chirp signals, and a TDS-based transducer calibration. 

In cases where some level of multipath interference cannot be avoided the ability to generate 
and exploit channel estimates from the swept carrier signal becomes important. These issues 
were explored resulting in a novel receiver design heavily influenced by TDS theory. A 
computer simulation of this receiver showed that real performance gains were possible in 
receivers which exploit TDS-type channel estimates in the detection process. 
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